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Input/output problems

All the previous examples are characterized by

1 An outcome measurement, also called output, usually
quantitative (like the gene expression) or categorical (like
metastasis or not).

2 a set of features or inputs, also quantitative or categorical,
that we wish to use to predict the output.

If we suppose that we have available a set of input/output data,
also called training set, we could use statistical methods to build a
prediction model or learner which could enable us to predict the
outcome for new unseen objects.



Regression and classification

According to the type of output we can distinguish between two
types of prediction tasks:

Regression: when we predict quantitative outputs, e.g. real or
integer numbers

Classification (or pattern recognition) where we predict
qualitative or categorical outputs which assume values in a
finite set of classes (e.g. black, white and red) where there is
no explicit ordering. Qualitative variables are also referred to
as factors.



Probabilistic notation

In order to clarify the distinction between random variables
and their values, we will use the boldface notation for
denoting a random variable (e.g. z) and the normal face
notation for the eventually observed value (e.g. z = 11).

The notation Pz(z) = Prob {z = z} denotes the probability
that the discrete random variable z take the value z .

The notation pz(z) denotes the density probability of the
continuous random variable z in value z .

The suffix indicates that the probability relates to the random
variable z. This is necessary since we often discuss probabilities
associated with several random variables simultaneously.



Probabilistic notation

The notation Fz(z) denotes the (cumulative) distribution
function, i.e. the probability

Prob {z ≤ z}

that the continuous or discrete random variable z takes a value
≤ z .

Example: z could be the age of a student before asking and
z = 22 could be his value after the observation.



Bivariate discrete probability distribution

Let us consider two discrete r.v.’s x ∈ X and y ∈ Y and their
joint probability function Probx,y(x , y).

We define marginal probability the quantity

Probx(x) =
∑

y∈Y

Probx,y(x , y)

We define conditional probability the quantity

Proby|x(y |x) =
Probx,y(x , y)

Probx(x)

which is the probability that y takes the value y once x = x .

If x and y are independent

Probx,y(x , y) = Probx(x)Proby(y), Prob(y |x) = Proby(y)



Conditional probability

Suppose x ∈ X = {x1, x2, . . . , xK} is a discrete random variable
From previous formulas we can derive the law of total probability

Prob {y = y} =

K
∑

k=1

Prob {y = y |x = xk}Prob {x = xk}

Also typically Prob {y = y |x = x} 6= Prob {x = x |y = y}. The
correct relation is given by the Bayes’s theorem

Prob {y = y |x = x} =
Prob {x = x |y = y}Prob {y = y}

Prob {x = x}



Example: probability of passing an exam given the amount

of study

0.8FAIL

PASS

0.5

0.2 0.8

0.2

0.5

SMALL LARGEMEDIUM

0.2 0.6 0.2

0.5

0.5

0.16 0.3 0.04

0.160.30.04

Black figures are conditional prob (e.g. Prob {y = F |x = S} = 0.8)
and red ones are joint prob (e.g. Prob {y = F , x = S} = 0.16)
What about Prob {x = L|y = F} ?
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What about Prob {x = L|y = F} ?



Notation

N is used to denote the number of observations.

n is used to denote the number of variables.

{z1, . . . , zN} ← Fz(·) means that the random sample of size N
{z1, . . . , zN} has been i.i.d. generated from the distribution
Fz(·).

DN is used to denote the training set or more generally the set
of observations available for estimation and/or prediction.



Classification problem

Let x ∈ Rn denote a real valued random input vector and y a
categorical random output variable that takes values in the set
{c1, . . . , cK}.
For example, let x the month and y a categorical variable
taking K = 2 possible values {RAIN,NO.RAIN}.
We can distinguish two situations in classification

Separable classes: given an input x , the output y takes always

the same value. In other terms

∀x ∈ Rn ∃ck : Prob {y = ck |x} = 1

This is also known as noiseless or degenerate situation.

Non separable classes: given an input x , we can have

realizations of y with different values. In other terms

∃x ∈ Rn : ∀ck Prob {y = ck |x} < 1

In the non-separable case a partition of the input space which

returns a null classification error is not possible. Most real

interesting problems are of this kind.



Stochastic setting

We consider a stochastic setting to model non separable tasks.

This means that data are noisy and follows a statistical
distribution. In other terms, given an input x , y does not
always take the same value.

However y follows a statistical distribution such that

K
∑

k=1

Prob {y = ck |x} = 1



Binary classification problem

It is a problem where the output class y can take only K = 2
values.

Suppose for simplicity that y ∈ {c1 = 0, c2 = 1}.

Let us denote

p0 = Prob {y = 0}

p1 = Prob {y = 1}

where p1 + p0 = 1.

Note that for a binary variable

E [y] = 0 · p0 + 1 · p1 = p1

Var [y] = E [(y − E [y])2] = p0(0− p1)
2 + p1(1− p1)

2 = p1(1− p1)



Degree of non separability

In the case of non separable classes we can have classification
problems with different degrees of separability.
Let

Prob {y = 1|x} = p1(x), Prob {y = 0|x} = p0(x)

The degree of non separability for an input x may be quantified by
some quantitative measures like

Conditional variance

Var [y|x] = p1(x) (1− p1(x))

Conditional entropy

H[y|x] = −p0(x) log p0(x) − p1(x) log p1(x)

Both measures attain their maximum value when p0 = p1 = 1/2
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The conditional distribution

The figure plots Prob {y = RAIN |x = month} and

Prob {y = NO.RAIN |x = month} for each month. Note that for a fixed

month

Prob {y = RAIN |x = month}+ Prob {y = NO.RAIN |x = month} = 1



The classification statistical setting

Let x ∈ Rn denote a real valued random input vector and y a
categorical random output variable that takes values in the set
{c1, . . . , cK}.

Let Prob {y = ck |x} the probability that the output belongs to
the kth class given the set of measurements x . It follows

K
∑

k=1

Prob {y = ck |x} = 1

An estimate ĉ(x) of the class takes values in {c1, . . . , cK}. We
define a loss matrix L(K×K), being null on the diagonal and
non negative elsewhere.



Loss matrix
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The element L(jk) = L(cj ,ck ) denotes the cost of the
misclassification when the predicted class is ĉ(x) = cj and the
correct class is ck .

Suppose that for a given x the classifier returns ĉ(x). The
average cost of this classification is

K
∑

k=1

L(ĉ(x),ck )Prob {y = ck |x}



The Bayes classifier

The goal of the classification procedure for a given x is to find
the predictor ĉ(x) that minimizes

K
∑

k=1

L(ĉ(x),ck )Prob {y = ck |x}

The optimal classifier (also known as the Bayes classifier) is
the one that returns for all x

c∗(x) = arg min
cj∈{c1,...,cK}

K
∑

k=1

L(j ,k)Prob {y = ck |x}



The 0-1 case

In the case of a 0-1 loss function the optimal classifier returns

c∗(x) = arg min
cj∈{c1,...,cK}

∑

k=1:K ,k 6=j

Prob {y = ck |x} =

= arg min
cj∈{c1,...,cK}

(1− Prob {y = cj |x}) =

= arg max
cj∈{c1,...,cK}

Prob {y = cj |x}

The Bayes decision rule selects the maximum a posteriori class
cj , j = 1, . . . ,K that is the class that maximizes the posterior
probability Prob {y = cj |x}.



Discrete input example
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The Bayes classification in x = 2 is given by

c∗(2) = arg min
k=1,2,3

{0.2 ∗ 0 + 0.8 ∗ 1 + 0.0 ∗ 5, (avg loss if ĉ = 1)

0.2 ∗ 20 + 0.8 ∗ 0 + 0.0 ∗ 10, (avg loss if ĉ = 2)

0.2 ∗ 2 + 0.8 ∗ 1 + 0.0 ∗ 0 (avg loss if ĉ = 3)

} = arg min
k=1,2,3

{1, 4, 1.2} = 1

What would have been the Bayes classification in the 0-1 case?



The Bayes’ theorem

According to the Bayes theorem the following relations hold

Prob {y = ck |x = x} =
Prob {x = x |y = ck}Prob {y = ck}

∑K
k=1 Prob {x = x |y = ck}Prob {y = ck}

Prob {x = x |y = ck} =
Prob {y = ck |x = x}Prob {x = x}

Prob {y = ck}

This means that by knowing the conditional distribution
Prob {y = ck |x = x} and the apriori distribution Prob {x = x},
we can derive the conditional distribution Prob {x = x |y = ck}.
Note that for a multivariate x ∈ Rn (for example n = 40000 is
the number of measured genes)

1 Prob {y = ck |x = x} is a multi-input single-output function

which for each values of x returns a value in [0, 1].
2 for a given class Prob {x = x |y = ck} is a multivariate

n-dimensional distribution.



Inverse conditional distribution

The figure plots Prob {x = month|y = RAIN} and
Prob {x = month|y = NO.RAIN} for each month assuming that
the apriori distribution is uniform. Note that for a fixed month
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Prob {x = month|y = RAIN} = 1
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Classification strategies

Optimal classification is possible only if the quantities
Prob {y = ck |x}, k = 1, . . . ,K are known. What happens if this is
not the case? Three strategies are generally used.

Discriminant functions: classifier can be represented in terms
of a set of K discriminant functions

gk(x) = Prob {y = k |x} , k = 1, . . . ,K

associated to the K a posteriori probabilities such that the
classifier assigns a feature vector x to a class ĉ(x) = ck if

gk(x) > gj(x) for all j 6= k

The discriminant functions divide the feature space into K
decision regions. The regions are separated by decision
boundaries, i.e. surfaces in the domain of x where ties occur
among the largest discriminant functions.



Classification strategies (II)

Density estimation via the Bayes theorem: Since

Prob {y = ck |x} =
p(x |y = ck)Prob {y = ck}

p(x)

an estimation of Prob {x |y = ck} allows an estimation of
Prob {y = ck |x}.

Direct estimation via regression techniques: if the classification
problem has K = 2 classes and if we denote them by y = 0
and y = 1

E [y|x] = 1·Prob {y = 1|x}+0·Prob {y = 0|x} = Prob {y = 1|x}

Then the classification problem can be put in the form of a
regression problem where the output takes value in {0, 1}.



Regression problem

Let us consider a statistical dependency between x and y where y is
a continuous variable.
The optimal predictor of y given x = x in a mean-squared sense is
the expectation of the conditional distribution, i.e.

y∗ = E [y|x] = arg min
ŷ

∫

(ŷ − y)2p(y = y |x)dy

where p(y = y |x) is the conditional density of y.
The term E [y|x] is a function of x and is called the regression
function.



Classification as a regression problem

Let us consider a binary classification problem where
y ∈ {0, 1} can take only two values.

The problem of classification can be formulated as a problem
of estimation (or regression) where for a given x the term to
be estimated is the continuous value

f (x) = Prob {y = 1|x} = E [y = 1|x], 0 ≤ f (x) ≤ 1

which represents the probability that an object (or a pattern)
with measurement x belongs to the class 1.

Once we estimate f by the probability f̂ we can produce a
classification.

How to learn f̂ from observed data (training set)?



Generalization

The goal of machine learning is generalization which means
that the model f̂ should be able to return good predictions for
input values that are not contained in the training set.

This problem is a difficult one: we would like to extract from
the dataset all the properties of the true unknown function f
and none of the peculiarities which are due to the specific
training set.

The issue is that we do not know which aspects of the training
set are specific to the sample (noise) and which ones represent
true characteristics of the function f .

We want something flexible enough to model the possible
nonlinearities of the unknown f but which does not go further
and model the chance fluctuations.

How to measure the accuracy of an estimator f̂ ?



The regression plus noise form

A typical way of representing the unknown input/output
relation is the regression plus noise form

y = f (x) + w

where f (·) is a deterministic function and the term w
represents the noise or random error. It is typically assumed
that w is independent of x and E [w] = 0.

Suppose that we have available a training set
{〈xi , yi 〉 : i = 1, . . . ,N}, where xi = (xi1, . . . , xin), generated
according to the previous model.

The goal of a learning procedure is to find a model f̂ (x) which
is able to give a good approximation of the unknown function
f (x).



Regression function

The function f (x) = E [y|x] is also known as regression function.
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Regression linear function

The function f (x) = E [y|x] is linear
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Multiple linear dependency

Consider a linear relation between an independent variable
x ∈ X ⊂ Rn and a dependent random variable y ∈ Y ⊂ R

y = β0 + β1x·1 + β2x·2 + · · ·+ βnx·n + w

where w represents a random variable with mean zero and
constant variance σ2

w.

In matrix notation the equation can be written as:

y = xT β + w

where x stands for the [p × 1] vector x = [1, x·1, x·2, . . . , x·n]
T ,

β = [β0, . . . , βn]
T is the vector of parameters and p = n + 1 is

the total number of model parameters.

NB: in the following x·i will denote the ith variable of the
vector x , while xi will denote the ith observation of the vector
x .



The least-squares solution

We seek the the least-squares estimator β̂ such that

β̂ = arg min
b

N
∑

i=1

(yi − xT
i b)2 = arg min

b

(

(Y − Xb)T (Y − Xb)
)

It can be shown that

β̂ = (XT X )−1XTY

where the XTX matrix is a symmetric [p × p] matrix which plays
an important role in multiple linear regression.
Note that the computation of β̂ represents the parametric
identification step when the class of hypothesis is linear. But what
to do for a generic nonlinear function f ?



Mean squared error

Let f̂(x) denote the estimator of f (x) learned on the basis of
the training set DN .

Since DN is a random variable, f̂(x) is random too and it is
interesting to quantify how f̂(x) diverges from f (x).

We define mean squared error of f̂(x) the following quantity

MSE(x) = EDN
[(f (x) − f̂(x))2]

which averages the squared difference in x between f and f̂
over all possible training sets.

It can be shown that it can be decomposed into two terms

EDN
[(f (x) − f̂(x))2] = (f (x) − EDN

[̂f(x)])2
| {z }

squared bias

+EDN
[(f̂(x) − EDN

[̂f(x)])2]
| {z }

variance



Mean integrated squared error

It is the average mean squared error over the input domain

MISE =

∫

MSE(x)p(x)dx



The bias/variance trade-off

-1
.5

-1
.0

-0
.5

0
.0

0
.5

1
.0

1
.5

Y
.t
s



The bias/variance trade-off

The bias measures the difference in x between the average of
the outputs of the estimator over the set of possible DN and
the conditional probability function f (x).

The variance reflects the variability of the guessed f̂(x) as one
varies over training sets of fixed dimension N. This quantity
measures how sensitive the algorithm is to changes in the data
set, regardless to the target.



The bias/variance dilemma

The designer of a learning machine has not access to the term
MSE but can only estimate it on the basis of the training set.
Hence, the bias/variance decomposition is relevant in practical
learning since it provides a useful hint about the features to
control in order to make the error MSE small.

The bias term measures the lack of representational power of
the class of hypotheses. To reduce the bias term we should
consider complex hypotheses which can approximate a large
number of input/output mappings.

The variance term warns us against an excessive complexity of
the approximator. This means that a class of too powerful
hypotheses runs the risk of being excessively sensitive to the
noise affecting the training set; therefore, our class could
contain the target but it could be practically impossible to find
it out on the basis of the available dataset.



Naively one might assume that the more complex the model
(in terms of parameters and variables), the better will be its
accuracy. Unfortunately, the more complex the model the
better it fits to the training set and eventually it goes beyond
fitting the signal f and starts to fit the additional random
variation.
In other terms, it is commonly said that a too complex model
(low bias but large variance) overfits the data while a too
simple model (large bias but low variance) underfits the data.
In both cases, the model gives a poor representation of the
target and a reasonable trade-off needs to be found.
The task of the model designer is to search for the optimal
trade-off between the variance and the bias term, on the basis
of the available training set.
Typical ways to calibrate the trade-off in presence of a finite
number of samples is to adjust the number of parameters
and/or of variables. Otherwise we may have recourse to prior
knowledge, e.g. from problems similar to the one being
studied.



The learning procedure

A learning procedure aims at two main goals:

1 to choose a parametric family of hypothesis f̂ (x , α) which
contains or gives good approximation of the unknown function
f (·) (structural identification).

2 within the family f̂ (x , α), to estimate on the basis of the
training set DN the parameter αN which best approximates
f (·) (parametric identification).

In order to accomplish that, a learning procedure is made of two
nested loops:

1 an external structural identification loop which goes through
different model structures

2 an inner parametric identification loop which searches for the
best parameter vector within the family structure.



Parametric identification

Consider a training set made of N input output observations
{(xi , yi ) : i = 1, . . . ,N} and a parametric family f̂ (x , α) of
approximators.
The parametric identification of the hypothesis is done according to
ERM (Empirical Risk Minimization) principle where

αN = α(DN) = arg min
α∈Λ

M̂ISEemp(α)

minimizes the empirical risk or training error

M̂ISEemp(α) =
1

N

N
∑

i=1

(

yi − f̂ (xi , α)
)2

constructed on the basis of the data set DN .



Parametric identification (II)

The computation of αN requires a procedure of multivariate
optimization in the space of parameters.

The complexity of the optimization depends on the form of
f̂ (·) and the number of parameters.

Examples of parametric identification procedure are linear
least-squares for linear models and backpropagated
gradient-descent for feedforward neural networks.

Parametric identification algorithms for neural networks are
available in the R tool (package nnet).



How to select the right complexity

There essentially three approaches:

Complexity-based penalization

Winner-takes-all by cross-validation

Averaging techniques



Complexity-based penalization

In conventional statistics, various criteria have been developed,
often in the context of linear models, for assessing the
generalization performance of the learned hypothesis without
the use of further validation data.

Such criteria take the form of a sum of two terms

ĜPE = M̂ISEemp + complexity term

where the complexity term represents a penalty which grows as
the number of free parameters in the model grows.

This expression quantifies the qualitative consideration that
simple models return high empirical risk with a reduced
complexity term while complex models have a low empirical
risk thanks to the high number of parameters.

The minimum for the criterion represents a trade-off between
performance on the training set and complexity.



Examples

If the input/output relation is linear, well-known examples of
complexity based criteria are:

the Final Prediction Error (FPE)

FPE = M̂ISEemp(αN)
1 + p/N

1− p/N

with p = n + 1,

the Generalized Cross-Validation (GCV)

GCV = M̂ISEemp(αN)
1

(1− p
N

)2

the Akaike Information Criterion (AIC)

AIC =
p

N
−

1

N
L(αN)

where L(·) is the log-likelihood function,



the Cp criterion proposed by Mallows

Cp =
M̂ISEemp(αN)

σ̂2
w

+ 2p − N

where σ̂2
w is an estimate of the variance of noise,

the Predicted Squared Error (PSE)

PSE = M̂ISEemp(αN) + 2σ̂2
w

p

N

where σ̂2
w is an estimate of the variance of noise.



Validation techniques

How to measure MISE in a reliable way on a finite dataset? The

most common techniques to return a reliable estimate M̂ISE of
MISE are

Testing: a testing sequence independent of DN and distributed
according to the same probability distribution is used to assess
the quality. In practice, unfortunately, an additional set of
input/output observations is rarely available.

Holdout (also called test sample estimation): it partitions the
data DN into two mutually exclusive subsets, the training set
Dtr and the holdout or test set DNts .

k-fold Cross-validation: the set DN is randomly divided into k
mutually exclusive test partitions of approximately equal size.
The cases not found in each test partition are independently
used for selecting the hypothesis which will be tested on the
partition itself. The average error over all the k partitions is
the cross-validated error rate.



The K -fold cross-validation

This is the algorithm in detail:

1 split the dataset DN into k roughly equal-sized parts.

2 For the kth part k = 1, . . . ,K , fit the model to the other
K − 1 parts of the data, and calculate the prediction error of
the fitted model when predicting the k-th part of the data.

3 Do the above for k = 1, . . . ,K and combine the K estimates
of prediction error.

Let k(i) be the part of DN containing the ith sample. Then the
cross-validation estimate of the MSE prediction error is

M̂ISECV =
1

N

N
∑

i=1

(yi − ŷ
−k(i)
i )2

where ŷ
−k(i)
i denotes the fitted value for the ith observation

returned by the model estimated with the k(i)th part of the data
removed.



10-fold cross-validation

K = 10: at each iteration 90% of data are used for training and the
remaining 10% for the test.
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Leave-one-out cross validation

The cross-validation algorithm where K = N is also called the
leave-one-out algorithm.

This means that for each ith sample, i = 1, . . . ,N,
1 we carry out the parametric identification, leaving that

observation out of the training set,
2 we compute the predicted value for the ith observation,

denoted by ŷ−i
i

The corresponding estimate of the MSE prediction error is

M̂ISELOO =
1

N

N
∑

i=1

(yi − ŷ−i
i )2



R: An overfitting example

Consider a dataset DN = {(xi , yi )}, i = 1, . . . ,N where
N = 50 and

x ∈ N



[0, 0, 0],





1 0 0
0 1 0
0 0 1









is a 3-dimensional vector.

Suppose that y is linked to x by the input/output relation

y = x2
1 + 4 log(|x2|) + 5x3 + w

where xi is the ith component of the vector x and
w ∼ N (0, 0.25).

Consider as non-linear model a single-hidden-layer neural
network (implemented by the R package nnet) with s = 15
hidden neurons.

The number of neurons is an index of the complexity of the
model.



We want the estimate the prediction accuracy on a new i.i.d
dataset of Nts = 50 samples.

Let us train the neural network on the whole training set. The
empirical prediction MSE error is

M̂ISEemp =
1

N

N
∑

i=1

(yi − h(xi , αN))2 = 1.6 ∗ 10−6

where αN is obtained by the parametric identification step.

However, if we test h(·, αN ) on the test set we obtain

M̂ISEts =
1

Nts

Nts
∑

i=1

(yi − h(xi , αN))2 = 22.41

This neural network is seriously overfitting the dataset.

The empirical error is a very bad estimate of the MSE.



We perform a K -fold cross-validation in order to have a better
estimate of MSE.

We put K = 10.

Cross-validation implemented in the cv.r R file.

The K = 10 cross-validated estimate of MSE is

M̂ISECV = 28.49

This figure is a much more reliable estimation of the prediction
accuracy.

The leave-one-out estimate K = N = 50 is

M̂ISELOO = 31.21

The cross-validated estimate could be used to select a better
number of hidden neurons.



Model selection

Model selection concerns the final choice of the model
structure in the set that has been proposed by model
generation and assessed by model validation.

In real problems, this choice is typically a subjective issue and
is often the result of a compromise between different factors,
like the quantitative measures, the personal experience of the
designer and the effort required to implement a particular
model in practice.

Here we will consider only quantitative criteria. Two are the
possible approaches:

1 the winner-takes-all approach
2 the combination of estimators approach.



Winner-takes-all
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The best hypothesis is selected in the set {αs
N}, with s = 1, . . . ,S ,

according to the assessments
{

M̂SE
s
}

produced by the validation
step.
This model is the one used for future predictions.



Winner-takes-all pseudo-code

for s = 1, . . . ,S : (Structural loop)

for j = 1, . . . ,N
1 Parametric identification:

αs
N−1

= arg min
α∈Λs

∑

i=1:N,i 6=j

(yi − f̂ (xi , α))2

2 ej = yj − f̂ (xj , α
s
N−1

)

M̂ISELOO(s) = 1
N

∑N
j=1 e2

j

Model selection: s̃ = arg mins=1,...,S M̂ISELOO(s)

αs̃
N = arg minα∈Λs̃

∑N
i=1(yi − f̂ (xi , α))2

The output prediction model is f̂ (·, αs̃
N)



Model combination

The winner-takes-all approach is intuitively the approach which
should work the best.

However, recent results in machine learning show that the
performance of the final model can be improved not by
choosing the model structure which is expected to predict the
best but by creating a model whose output is the combination
of the output of models having different structures.

The reason is that in reality any chosen hypothesis f̂ (·, αN ) is
only an estimate of the real target and, like any estimate, is
affected by a bias and a variance term.

See the theoretical results on the combination of estimators.



Combination of two estimators

Consider two unbiased estimators θ̂1 and θ̂2 of the same parameter
θ

E [θ̂1] = θ E [θ̂2] = θ

having the same variance

Var
[

θ̂1

]

= Var
[

θ̂2

]

= v

and being uncorrelated, i.e. Cov[θ̂1, θ̂2] = 0.



Combination of two estimators(II)

Let θ̂cm be the combined estimator

θ̂cm =
θ̂1 + θ̂2

2

This estimator has the nice properties of being unbiased

E [θ̂cm] =
E [θ̂1] + E [θ̂2]

2
= θ

and with a reduced variance

Var
[

θ̂cm

]

=
1

4
Var

[

θ̂1 + θ̂2

]

=
Var

[

θ̂1

]

+ Var
[

θ̂2

]

4
=

v

2

This trivial computation shows that the simple average of two
unbiased estimators with a non zero variance returns a combined
estimator with reduced variance.



The learning procedure
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Rules of thumb for model designers

Each approach has its own assumptions! Be aware of them
before using it.

Simpler things first!

Reality is probably most of the time nonlinear but a massive
amount of (theoretical, algorithmic) results exists only for
linear methods.

Expert knowledge MATTERS.

But data too :-)



Rules of thumb for model designers (II)

Do not be religious about learning/modeling techniques. The
best learning algorithm does NOT exist.

Better be confident with a number of alternative techniques
(preferably linear and nonlinear) and use them in parallel on
the same task.

Resampling techniques make few assumptions and appear as
powerful non-parametric tools.

Resampling and combing are at the forefront of the data
analysis technology. Do not forget to test them when you have
a data analysis problem.



Evaluation of a classifier

The most popular measure of performance is error rate or
misclassification rate. This is simply the proportion of test
samples misclassified by the rule.

Misclassification error, though it is the default criterion, is not
necessarily the most appropriate criterion. Misclassification
implicitly assumes that the costs of different types of
misclassification are equal and returns accuracy for a specific
threshold.

When there are only a few or a moderate number of classes,
the confusion matrix is a convenient way of summarising the
classifier performance.

In the following we will focus on evaluating two-class rules.



Confusion matrix in a two-class problem

Suppose to use the classifier to make N test classifications and that
among the values to be predicted there are NP examples of class 1
and NN examples of class 0.
Then we have

Negative (0) Positive (1)

Classified as negative TN FN N̂N

Classified as positive FP TP N̂P

NN NP N

FP is the number of False Positives

FN is the number of False Negatives

NN/N is an estimator of the a priori probability of class 0.

NP/N is an estimator of the a priori probability of class 1.



Balanced Error Rate

In a setting where the two classes are not balanced the
misclassification error rate

ER =
FP + FN

N

can lead to a too optimistic interpretation of the rate of succes

For instance if NP = 90 and NN = 10, the naive classifier
returning always the positive class would have ER = 0.1 since
FN = 0 and FP = 10.

In these case it is preferable to adopt the balanced error rate
which is the average of the errors on each class:

BER =
1

2

(

FP

TN + FP

+
FN

FN + TP

)



Specificity and sensitivity

Sensitivity (true positive rate): the ratio (to be maximized)

SE =
TP

TP + FN

=
TP

NP

=
NP − FN

NP

= 1−
FN

NP

, 0 ≤ SE ≤ 1

It increases by reducing the number of false negatives. This
quantity is also called the recall in information retrieval.

Specificity (true negative rate): the ratio (to be maximized)

SP =
TN

FP + TN

=
TN

NN

=
NN − FP

NN

= 1−
FP

NN

, 0 ≤ SP ≤ 1

It increases by reducing the number of false positive.



Specificity and sensitivity (II)

There exists a trade-off between these two quantities.

In the case of a classifier who return always 0 we have
N̂P = 0,N̂N = N, FP = 0, TN = NN and SP = 1 but SE = 0.

In the case of a classifier who return always 1 we have
N̂P = N,N̂N = 0, FN = 0, TP = NP and SE = 1 but SP = 0.



False Positive and False Negative Rate

False Positive Rate:

FPR = 1−SP = 1−
TN

FP + TN

=
FP

FP + TN

=
FP

NN

, 0 ≤ FPR ≤ 1

It decreases by reducing the number of false positive.

False Negative Rate:

FNR = 1−SE = 1−
TP

TP + FN

=
FN

TP + FN

=
FN

NP

0 ≤ FPR ≤ 1

It decreases by reducing the number of false negatives.



Predictive value

Positive Predictive value: the ratio(to be maximized)

PPV =
TP

TP + FP

=
TP

N̂P

, 0 ≤ PPV ≤ 1

This quantity is also called precision in information retrieval.

Negative Predictive value: the ratio (to be maximized)

PNV =
TN

TN + FN

=
TN

N̂N

, 0 ≤ PNV ≤ 1

False Discovery Rate: the ratio (to be minimized)

FDR =
FP

TP + FP

=
FP

N̂P

= 1− PPV , 0 ≤ FDR ≤ 1



Receiver Operating Characteristic curve

The Receiver Operating Characteristic (ROC) is a plot of the
true positive rate (i.e. sensitivity or power) against the false
positive rate (1- specificity) for different classification
thresholds.
ROC visualizes the probability of detection vs. the probability
of false alarm.
Different points on the curve correspond to different thresholds
used in the classifier.
A classifier with a ROC curve following the bissetrix line would
be useless. For each threshold we would have
TP/NP=FP/NN , i.e. the same proportion of true positive and
false positive It would not separate the classes at all.
A perfect ROC curves would follow the two axes. Real-life
classification rules produce ROC curves which lie between
these two extremes.
By comparing ROC curves one can study relationships between
classifiers.



Receiver Operating Characteristic curve

Consider an example where t+ ∼ N (1, 1) and t− ∼ N (−1, 1).
Suppose that the examples are classed as positive if t > THR and
negative if t < THR , where THR is a threshold.

If THR = −∞, all the examples are classed as positive:
TN = FN = 0 which implies SE = TP

NP
= 1 and

FPR = FP

FP+TN
= 1.

If THR =∞, all the examples are classed as negative:
TP = FP = 0 which implies SE = 0 and FPR = 0.



ROC curve
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On the x-axis we have FPR = FP/NN and on the y-axis we have
TPR = TP/NP .



Multi-class problems

So far we have simplified our analysis by limiting to consider
binary classification tasks.

However, we often encounter multi-class problems in
bioinformatics.

There exists several strategies to extend binary classifiers to
handle multi-class tasks y ∈ {c1, . . . , ck}.



Multi-class problems

One-versus-the rest: In the one-versus-the-rest method,
classifiers for discriminating one from all the other classes are
assembled. For each class ck a binary classifier that separates
this class from the rest is built. To predict a class label of a
given data point, the output of each of the k classifiers is
obtained. If there is a unique class label which is consistent
with all the k prediction, the data point is assigned to such a
class . Otherwise, one of the k classes is selected randomly.

Pairwise: a classifier is trained for each pair of classes, so there
are k(k − 1)/2 independently built binary classifiers. To
predict a class label of a given data point, the prediction of
each of the k(k − 1)/2 classifiers is calculated, which is viewed
as a vote. If there is a class which receives the largest number
of votes, the data point is assigned to such a class, where a tie
is broken randomly.



Multi-class problems

Coding: each class is coded by a binary vector of size d . Each
binary classifier is designed to produce one of 0 and 1 as the
class label. So, given a list of d classifiers, the outputs of them
can be viewed as a (usually, a row) vector in {0, 1}d . To
predict the class label of an input x , the output word of the d
classifiers on input x is compared against the codeword of each
class, and the class having the smallest Hamming distance (the
number of disagreements) to the output word is selected.
Suppose that we have a problems with 8 output classes. Thre
binary classifiers can be used to handle this problem.

f̂1 f̂2 f̂3
c1 0 0 0

c2 0 0 1

c3 0 1 0

c4 0 1 1

c5 1 0 0

c6 1 0 1

c7 1 1 0

c8 1 1 1


