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1 Initialisation

Reminder : verify that your file .bashrc contains the line
export R_LIBS=’’~/ISwR’’ if you have not done it in the previous class.
Start a shell, start R, load the library ISwR : library(ISwR).

2 Probabilities and distributions

2.1 Generating random data

– To draw 5 random variables, uniformly distributed between 1 and 40 :
> sample(1:40,5)

– The drawing is by default without replacement. For a drawing with
replacement, use the parameter replace=TRUE. Example : 100 coin
tosses
> sample(c(‘‘H’’, ‘‘T’’), 10, replace=T)

– For non-uniformly distributed random variables, use the parameter
prob :
> sample(c(‘‘succ’’, ‘‘fail’’), 10, replace=T, prob=c(0.9,0.1))

2.2 Probabilities and combinatorics

– The function prod computes the product of all integer values in a given
range. This provides the possibility to compute the factorial :
> prod(5:1)

– Using the function choose the binomial coefficient can be computed :
> choose(40,5)
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2.3 Distributions included in R

– For a probability distribution, four fundamental values can be com-
puted : the density, the distribution function, the quantiles and the
pseudo-random numbers. Using R, each of these can be computed for
the included distributions. For example for a normal distribution (res-
pectively) : dnorm, pnorm, qnorm et rnorm. The same nomenclature
is used for all distributions : the density (or the discrete probability)
starts with a “d”, the distribution function with “p”, the quantile with
“q” and the random number generating function with “r”.

2.3.1 Densities

– Plot of a normal density (where the parameter “l” is used for connec-
ting the points by lines)
> x <- seq(-4,4,0.1)
> plot(x,dnorm(x))
> plot(x,dnorm(x), type=’’l’’)

– Alternatively, the function curve() can be used :
> curve(dnorm(x), from=-4, to=4)

– For the discrete distributions, a “pin diagram” is more suited. Example
for a binomial random variable B(50, 0.33) (also test without the pa-
rameter “h” to see the difference).
> x <- 0:50
> plot(x, dbinom(x, size=50, prob=.33), type=’’h’’)

2.3.2 Distribution functions

– Example : the probability of a normally distributed variable with mean
132 and standard deviation 13 being smaller than 160 is given by
> pnorm(160, mean=132,sd=13)

2.3.3 Quantiles

– Definition : the quantile is the inverse of the distribution function. The
p–quantile is by definition that value having the property that there
is a probability p to obtain a value lower or equal to it. For example,
the median is the 50% quantile.

– The quantiles are used for computing the confidence intervals. Let
n observations be drawn from a normal distribution with the same
mean µ and the same standard-deviation σ. It is well known that
the observed mean x follows a normal distribution with mean µ and
standard deviation σ/

√
n. A confidance interval of 95% for µ can be

obtained by
x+ σ/

√
n×N0.025 ≤ µ ≤ x+ σ/

√
n×N0.975
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where N0.025 is the 2.5% quantile of the normal distribution. If for
example σ = 12 and we measured n = 5 individuals and found a mean
of x = 83, we can compute the quantities of interest as follows :
> xbar <- 83
> sigma <- 12
> sem <- sigma/sqrt(n)
> sem
> xbar + sem * qnorm(0.025)
> xbar + sem * qnorm(0.975)

– Therefore we have a confidence interval from 72.48 to 93.52.
– In order to compute the quantiles of an empirical distribution for

which samples are given in a vector, we use the function quantile
which takes as argument this vector and the probability for which the
quantile is needed.

2.3.4 Generation of pseudo-random numbers

– The first argument of a function generating random numbers is always
the number of samples that should be generated. The next arguments
specify the parameters fo the chosen distribution (mean, etc.) Some
examples are provided to present “typical” choices of these parameters.
> rnorm(10)
> rnorm(10, mean=7, sd=5)
> rbinom(10, size=20, prob=.5)

– The algorithms for generating pseudo-random numbers are initialised
by a seed which we can define in R using the function set.seed(init.value),
where init.value is an integer. This allows the user to reproduce
computations with the same pseudo-random numbers.

2.4 Table of distributions in R

– The following table provides an overview over the included distribu-
tions and their parameters.
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Distribution R name additional arguments
beta beta shape1, shape2, ncp
binomial binom size, prob
Cauchy cauchy location, scale
chi-squared chisq df, ncp
exponential exp rate
F f df1, df2, ncp
gamma gamma shape, scale
geometric geom prob
hypergeometric hyper m, n, k
log-normal lnorm meanlog, sdlog
logistic logis location, scale
negative binomial nbinom size, prob
normal norm mean, sd
Poisson pois lambda
Student’s t t df, ncp
uniform unif min, max
Weibull weibull shape, scale
Wilcoxon wilcox m, n

3 Descriptive statistics and plots

3.1 Summary

– Computation of the mean, the variance, the standard deviation and
the median :
> x <- rnorm(50)
> mean(x)
> sd(x)
> var(x)
> median(x)

– Empirical quantiles :
> quantile(x)

– Obtaining other quantiles :
> pvec <- seq(0, 1, 0.1)
> pvec
> quantile(x, pvec)

– In the following we will use the data set juul of the ISwR package
which contains the data concerning the serum IGF-I (a growth factor)
in a group of healthy humans (mainly children). This data set contains
several variables of which igf1 will be used in the following.

– Try to compute the mean of igf1 :
> data(juul)
> attach(juul)
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> mean(igf1)
– We have a problem caused by the existence of missing values (NA).

We can proceed by removing these for the computation
> mean(na.rm=T, igf1)

– To count the number of available measurements (i.e. different from NA),
we cannot use the function length as it does not understand na.rm.
One alternative is to use booleans which are automatically converted
into numerical values (TRUE=1, FALSE=0).
> sum(!is.na(igf1))

– The function summary displays a summary of a variable’s parameters.
> summary(igf1)

– We can also ask for summary of a complete data frame :
> summary(juul)

– Note that the categorical variables (for example sex) are displayed
(and analysed) as numerical variables which makes no sense. To fix
this problem
> detach(juul)
> juul$sex <- factor(juul$sex, labels=c(‘‘M’’, ‘‘F’’))
> juul$menarche <- factor(juul$menarche, labels=c(‘‘No’’, ‘‘Yes’’))
> juul$tanner <- factor(juul$tanner,
+ labels=c(‘‘I’’, ‘‘II’’, ‘‘III’’, ‘‘IV’’, ‘‘V’’))
> attach(juul)
> summary(juul)

– Note that the function summary adapts its display for the factors.
Note as well, usually it is necessary to detach a data frame before
modifying it as the modification of a data frame does not affect its
attached version.

– The syntax x <- factor(x, label=...) is an abbreviation of
x <- factor(x) followed by levels(x) <- ....

– We could have also used the function transform :
> juul <- transform(juul,
+ sex=factor(sex, labels=c(‘‘M’’, ‘‘F’’)),
+ menarche=factor(menarche,labels=c(‘‘No’’, ‘‘Yes’’)),
+ tanner=factor(tanner,
+labels=c(‘‘I’’, ‘‘II’’, ‘‘III’’, ‘‘IV’’, ‘‘V’’))

3.2 Plots of distributions

3.2.1 Histograms

> hist(x)
– The parameter breaks=n assigns the data into approximately n bars

in the histogram.
> hist(x, breaks=15)
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– The parameter breaks can also be a vector which can control the
histogram more precisely.
> mid.age <- c(2.5,7.5,13,16.5,17.5,19,22.5,44.5,70.5)
> acc.count <- c(28,46,58,20,31,64,149,316,103)
> age.acc <- rep(mid.age, acc.count) (age of the persons).
> brk <- c(0,5,6,16,17,18,20,25,60,80)
> hist(age.acc, breaks=brk)

– We specify the intervals following the ages defined in the vector brk.
– The histograms are automatically displayed by R ; the spaces for the

columns are directly proportional to the number of observations in
this column.

3.2.2 Empirical cumulative distribution

– The empirical distribution function is defined as the number of data
points smaller or equal to x devided by the total number of points.
This function can be plotted as follows :
> n <- length(x)
> plot(sort(x), (1:n)/n, type=’’s’’, ylim=c(0,1))

– The library stepfun contains more sophisticated functions for dis-
playing the cumulative density function.

3.2.3 The boxplots

– In a boxplot, the box in the middle of the graph indicates the quartiles
and the median.The two horizontal lines represent the largest (or the
smallest) observation which falls within a distance of 1.5 times the
size of the box. The observations outside this box are considered as
”extremes“ and are noted by points.

– Example for IgM and its logarithm :
> data(IgM)
> par(mfrow=c(1,2))
> boxplot(IgM)
> boxplot(log(IgM))
> par(mfrow=c(1,1))

The parameter mfrow=c(1,2) (multiframe, rowwise, 1*2) provides the
possibility of generating a plot with one row and two columns.

3.3 Statistics for groups

– In the following example, the data set red.cell.folate will be used.
It provides the folate concentrations in red blood cells under three
different types of ventilation during anesthesia.
> data(red.cell.folate)
> red.cell.folate
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> attach(red.cell.folate)
> tapply(folate, ventilation, mean)

– We use the function tapply to devide the variable folate in groups
with respect to the variable ventilation. Then, the mean of each
group is computed. We can do the same for the standard-deviation
and for the group sizes.

– One way of obtaining a more beautiful display for the three quantities
is the following :
> xbar <- tapply(folate, ventilation, mean)
> s <- tapply(folate, ventilation, sd)
> n <- tapply(folate, ventilation, length)
> cbind(mean=xbar, std.dev=s, n=n)

– For the data set juul, we can compute the mean of igf1 by grouping
it with respect to the variable tanner :
> tapply(igf1, tanner, mean, na.rm=T)

3.4 Graphs for grouped data

We are presenting here some techniques for comparing plots between
groups.

3.4.1 Histograms

– Returning to the data set energy :
> data(energy)
> energy
> attach(energy)
> expend.lean <- expend[stature==’’lean’’]
> expend.obese <- expend[stature==’’obese’’]
> par(mfrow=c(2,1))
> hist(expend.lean, breaks=10, xlim=c(5,13), ylim=c(0,4),
+ col=’’white’’)
> hist(expend.obese, breaks=10, xlim=c(5,13), ylim=c(0,4),
+ col=’’grey’’)
> par(mfrow=c(1,1))

3.4.2 Parallel boxplots

– It is possible to insert boxplots of several different groups in the same
window
> boxplot(expend ~ stature)

– or :
> boxplot(expend.lean, expend.obese)
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3.4.3 Stripcharts

– The stripcharts provide the possibility to display the raw data in a
graph. We present four variants :
> opar <- par(mfrow=c(2,2), mex=0.8, mar=c(3,3,2,1)+.1)
> stripchart(expend~stature)
> stripchart(expend~stature, method=’’stack’’)
> stripchart(expend~stature, method=’’jitter’’)
> stripchart(expend~stature, ‘‘jitter’’, jitter=0.3)
> par(opar)

– The first version superimposes identical points. The parameter stack
allows to stack identical data vertically. The parameter jitter allows
to apply a random vertical lag to each point. The last version applies
a random lag smaller than the one in the previous version.

– A variation of the first version :
> stripchart(list(lean=expend.lean, obese=expend.obese))

3.5 Tables

Categorical data are in general saved in tables. This section explains how
to create tables and how to compute the relative frequencies.

3.5.1 Generate tables

– A bi-dimensional table must be included in an object of the type
matrix. The following example concerns the caffeine consumption gi-
ving birth, with respect to their civil status.
> caff.marital <- matrix(c(652, 1537, 598, 242, 36, 46,
+ 38, 21, 218, 327, 106, 67), nrow=3, byrow=T)
> caff.marital

– Adding names to the rows and columns :
> colnames(caff.marital) <- c(‘‘0’’, ‘‘1-150’’,
+ ‘‘151-300’’, ‘‘>300’’)
> rownames(caff.marital) <- c(‘‘Married’’,
+ ‘‘Prev.married’’, ‘‘Single’’)
> caff.marital

– In general, we want to create tables from a data set. In this case,
we have to use the functions table, xtabs, or ftable. The factors’
levels are directly used as the columns’ names. The function table is
the simplest one of the three.

– Returning to the data set juul. We suppose that you have transformed
the data set’s variables correctly into their factors (in section 3.1).
> table(sex)
> table(sex, menarche)
> table(menarche, tanner)
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– The variable menarche explains that a woman already had her first
period and the variable tanner provides the state of puberty.

– As all matrices, a table can be transposed applying the function t :
> t(caff.marital)

3.5.2 Marginal tables and relative frequencies

– Using R, marginal tables can be computed, i.e. the sum of values with
respect to one of the other table’s dimensions. Example :
> tanner.sex=table(tanner, sex)
> tanner.sex
> margin.table(tanner.sex, 1)
> margin.table(tanner.sex, 2)

– Using the function prop.table(), a table of relative frequencies can
be computed. This contains the relative frequencies that are the pro-
portions of the row’s or column’s total.
> prop.table(tanner.sex, 1)

– Obtaining the proportions with respect to the global total of the table :
> tanner.sex/sum(tanner.sex)

3.6 Graphical display of the tables

3.6.1 Bar plots

– The function barplot takes a vector or a matrix as argument. The
most basic version :
> total.caff <- margin.table(caff.marital,2)
> total.caff
> barplot(total.caff, col=’’white’’)

– If the argument is a matrix then barplot creates a stacked box plot in
which the columns are partitioned with respect to the contributions of
the table’s different rows. For displaying side-by-side the contributions
of a row instead of stacking them, use the parameter beside=T. Some
examples :
> par(mfrow=c(2,2))
> barplot(caff.marital, col=’’white’’)
> barplot(t(caff.marital), col=’’white’’)
> barplot(t(caff.marital), col=’’white’’, beside=T)
> barplot(prop.table(t(caff.marital), 2), col=’’white’’, beside=T)

– We can make the plots more beautiful
> barplot(prop.table(t(caff.marital), 2), beside=T,
+ legend.text=colnames(caff.marital),
+ col=c(‘‘white’’, ‘‘grey80’’, ‘‘grey50’’, ‘‘black’’))

– The legend’s position can be modified using the function legend.
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3.6.2 Dotcharts

– The dotcharts contain the same information as the bar plots with the
parameter beside=T, however graphically they are different :
> dotchart(t(caff.marital))

3.6.3 Pie charts

– In order to represent the caffeine consumption table in function of the
civil state using a pie chart :
> opar <- par(mfrow=c(2,2), mex=0.8, mar=c(1,1,2,1))
> slices <- c(‘‘white’’, ‘‘grey80’’, ‘‘grey50’’, ‘‘black’’)
> pie(caff.marital[‘‘Married’’,] main=’’Married’’, col=slices)
> pie(caff.marital[‘‘Prev.married’’,] main=’’Previously married’’,
+ col=slices)
> pie(caff.marital[‘‘Single’’,] main=’’Single’’, col=slices)
> par(opar)

4 Exercices

4.1 Mean and variance estimators

Generate 1000 data points of 1000 realisations of a random variable
following a normal distribution with mean 1 and standard deviation 2. Save
the result in a matrix of size 1000× 1000. What is the theoretical standard
deviation of the mean’s estimators of these data ? Compute the empirical
mean of each of the data points (function apply) and plot the corresponding
histogram (function hist). Compute the empirical standard deviation (see
sections 2.3, 3.1 and 3.2.1), compare the result with the theoretical value.

4.2 Correlation and independence

– Let a stochastic relation between two continuous variables x and y be
such that x ∈ [−5, 5] and y = x2 +N (0, 1)

– Are the two variables correlated ?
– Are the two variables independent ? How can this be demonstrated ?
– Study these characteristics experimentally :
> set.seed(0)
> x <- seq(-5,5,by=0.01)
> distrib2D<-array(0,c(100,length(x)))
> for (i in 1:100) distrib2D[i,] <- x^2 + rnorm(length(x))

– Plot the relation between x and y for the first series of measurements :
> plot(x,distrib2D[1,])

– Plot the histogram of the obtained correlations :
> hist(apply(distrib2D,1,cor,x))
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– What is the degree of correlation between the two variables ?
– Estimate the expectation value Ey[y|x = 2]
– Estimate the expectation value Ey[y|x = 3]
– Which conclusions can be drawn about the independence of these two

variables ?

4.3 Combinatorics

A surprising result. Compute the probability that two student have the
same birthday in a class of 30 students (see section 2.2).
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