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References - Material

• Introduction to the theory of computation - Second Edition - Michael 
Sipser - Thomson Course Technology

• Chapters 0-1-2 (see course on language theory)

• Chapters 3-4-5-7-8-9 (this course)

• Chapters 6-10 (part of the advanced course) 

• Slides in English

• “Former” slides for the course in french 
(the content is similar but not identical)

• Introduction à la calculabilité - Pierre Wolper - InterEditions.
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Introduction - Motivations

• In natural sciences, there are fundamental results that show limits of 
“what can be done”:

• For example, the energy conservation law tells us that: 

“in an isolated system, the quantity of energy remains constant along time”.

• As a consequence, it is possible to reject:

• the development of a motor that does not use energy to produce 
movement;

• a revolutionary heating system that produces heat without consuming any 
energy.
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Introduction - Motivations

• Are there similar “laws” in computer science ?

• Are there limits in what we can compute mechanically ? 

• Are there practical problems that are out of reach of algorithms/
computers ?
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Introduction - Motivations

• In the early 1900‘s, David Hilbert, a German 
mathematician has submitted a list of questions/open 
problems to the international mathematical 
community.  Those questions have triggered a large 
interest and many follow-up works.

• Several of the questions asked by Hilbert were related 
to the notion of algorithm.  For example, Hilbert’s 10th 
problem asks: 
“to construct a procedure that decides in a finite 
number of steps if a diophantine equation has an 
integral solution”.

• It seems reasonable to think that Hilbert was hoping 
for the existence of such a procedure.  Even, if now we 
can prove that such a procedure CANNOT exist.

• Indeed, in 1970, Matiiassevitch has proven that no 
algorithm can solve this problem.

1862-1943

Born in 1947

David Hilbert

Yuri Matiiassevitch
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Which problems can be solved efficiently ?

• The boss:  “as the price of oil is increasing all the time, I do not want that 
our delivery trucks make one more kilometer than necessary !!!”

You, as my computer scientist, you will optimize the itineraries every 
morning !!!

Introduction et motivations (IV)

Il y a une autre situation où le cours de calcu-
labilité et complixité vous sera très utile:

• Patron : vu la hausse des prix du pétrole,
nous ne pouvons plus gaspiller ! Je veux
que tous nos représentants de commerce
se déplacent optimalement : “plus 1km de
trop !!!” Mais il ne faut pas non plus perdre
du temps à la planification ! Faites-moi un
programme qui calculera le circuit optimal
pour nos représentants chaque matin !!!

• Vous : bien patron...

7
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The traveling salesman problem

How would you solve this problem ?

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.
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The traveling salesman problem

Introduction et motivations (IV)

Situation (i) : après trois semaines de travail

à la recherche d’un algorithme e!cace pour

résoudre le problème de votre patron, vous

vous résignez à aller le trouver pour admet-

tre que vous êtes certainement trop stupide et

que vous n’arrivez pas à résoudre son problème

de manière e!cace (les seuls algorithmes que

vous avez trouvés ne terminent pas en une

journée même sur la machine la plus rapide de

la compagnie...) Votre patron perd son calme

et vous licencie !

9

After three weeks of hard work, our computer scientist comes back to his 
boss.  He explains him that this problem is difficult, that he has some 
heuristics but he can not guarantee that there will be no more kilometers 
than needed !

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.
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The traveling salesman problem

Introduction et motivations (IV)

Situation (i) : après trois semaines de travail

à la recherche d’un algorithme e!cace pour

résoudre le problème de votre patron, vous

vous résignez à aller le trouver pour admet-

tre que vous êtes certainement trop stupide et

que vous n’arrivez pas à résoudre son problème

de manière e!cace (les seuls algorithmes que

vous avez trouvés ne terminent pas en une

journée même sur la machine la plus rapide de

la compagnie...) Votre patron perd son calme

et vous licencie !

9

The boss is unhappy and threaten to fire him !

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.
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The traveling salesman problem

Introduction et motivations (IV)

Situation (i) : après trois semaines de travail

à la recherche d’un algorithme e!cace pour

résoudre le problème de votre patron, vous

vous résignez à aller le trouver pour admet-

tre que vous êtes certainement trop stupide et

que vous n’arrivez pas à résoudre son problème

de manière e!cace (les seuls algorithmes que

vous avez trouvés ne terminent pas en une

journée même sur la machine la plus rapide de

la compagnie...) Votre patron perd son calme

et vous licencie !

9

Then two things are possible: he has followed a course on calculability and 
complexity or not !

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.

Tuesday 21 December 2010



The traveling salesman problem

If he has, then he tells the boss that there are NP complete problems and 
that those problems can not be solved efficiently !

Introduction et motivations (IV)

Confiant, vous allez dans le bureau de votre

patron et vous lui dites que le problème n’est

pas soluble e!cacement et qu’il fait partie des

problèmes NP-Complet, et donc que votre pa-

tron devra se contenter d’une approximation

du circuit le plus court !

Normalement, votre patron vous félicitera (de

ne pas avoir cherché en vain une solution ef-

ficace et exacte au problème, recherche qui à

coups sûr aurait duré le reste de votre carrière)

et vous obtiendrez une promotion !!!

11

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.
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The traveling salesman problem

Again, two options, either the boss understands and also believes that 
P≠NP, or he does not understand a word of what his computer scientist 
said ! If so, then ...

Introduction et motivations (IV)

Confiant, vous allez dans le bureau de votre

patron et vous lui dites que le problème n’est

pas soluble e!cacement et qu’il fait partie des

problèmes NP-Complet, et donc que votre pa-

tron devra se contenter d’une approximation

du circuit le plus court !

Normalement, votre patron vous félicitera (de

ne pas avoir cherché en vain une solution ef-

ficace et exacte au problème, recherche qui à

coups sûr aurait duré le reste de votre carrière)

et vous obtiendrez une promotion !!!

11

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.
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The traveling salesman problem

The computer scientist presents to the boss thousands and thousands of 
computer scientists that have tried to solved NP complete problems 
efficiently without full success... and may be, he will save his position.

Introduction et motivations (IV)

Si votre patron persiste dans son obstination,

vous faites défiler dans son bureau tous les in-

formaticiens qui ont déjà essayé de résoudre

e!cacement un problème NP-Complet et qui

n’y sont jamais parvenus !

12

• The travel salesman problem: 

Given n cities, d:1..n×1..n →ℕ, d(i,j)=distance between cities i and j, and 
k∈ℕ, decide if there exists a path that visits all the cities and has a length 
less than k.
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Introduction - Motivations

To be able to state rigorously results about 
impossibility in computer science, we need to define 
precisely what we mean by:

1) problem

2) solution to a problem (algorithm)
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Ch. 3 : 
The Church-Turing 

Thesis
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Problems
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Problems

What are problems that can be treated by an algorithm ? using 
a computer ?
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Problems

Computer
-

Algorithm

What are problems that can be treated by an algorithm ? using 
a computer ?
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Problems

001001000 1100110001
Computer

-
Algorithm

What are problems that can be treated by an algorithm ? using 
a computer ?
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Problems - Encodings

001001000 1100110001
Encoding of an instance 

of the problem

Encoding of the solution 
to the instance of the 

problem

Computer
-

Algorithm

What are problems that can be treated by an algorithm ? using 
a computer ?
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Ex.1: prime numbers

The prime number problem:

“Given a positive integer n, decide if n is a prime number”

1001...011 0/1
Encoding in binary of a 
positive integer number

Positive or negative 
answer

Computer
-

Algorithm
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Computer
-

Algorithm

The prime number problem:

“Given a positive integer n, decide if n is a prime number”

Encoding in binary of a 
positive integer number

Positive or negative 
answer

1001...011 0/1

Decidable problem

Ex.1: prime numbers
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Ex.2: Diophantian equations

Polynomial equations whose variable can 
only take integer values.

Ex:            7xy2-25z=0
             15x-25z3y2=0 

Title page of the 1621 edition of Diophantus' 
Arithmetica, translated into Latin by Claude Gaspard 
Bachet de Méziriac.

10&01.&..0&11
Encoding on the alphabet {0,1,&} 

of the polynomial system

vectors of integers giving 
a solution or negative 
answer saying that no 

solution exists

Computer
-

Algorithm
Tuesday 21 December 2010
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Ex.2: Diophantian equations

Polynomial equations whose variable can 
only take integer values.

Ex:            7xy2-25z=0
             15x-25z3y2=0 

Title page of the 1621 edition of Diophantus' 
Arithmetica, translated into Latin by Claude Gaspard 
Bachet de Méziriac.

10&01.&..0&11
Encoding on the alphabet {0,1,&} 

of the polynomial system

Computer
-

Algorithm

Undecidable problem !!!

vectors of integers giving 
a solution or negative 
answer saying that no 

solution exists
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Ex.3: Emil Post’s problem

In 1936, Emil Post defines the following problem:

Given n>0 pairs of finite words on a finite 
alphabet (u1,v1), (u2,v2), ..., (un,vn), does there exist 
a non-empty sequence of indices i(1),i(2),...,i(k) 
such that ui(1)ui(2)...ui(k)=vi(1)vi(2)...vi(k).

Emil Post

1897-1954

Example of an 
instance:

a

baa

ab

aa

bba

bb

1 2 3
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Emil Post

1897-1954

a

baa

ab

aa

bba

bb

1 2 3

Solution : 3,2,3,1 bba

bb

3

ab

aa

2

bba

bb

3

a

baa

1

=bbaabbbaa

=bbaabbbaa

Example of an 
instance:

Ex.3: Emil Post’s problem

In 1936, Emil Post defines the following problem:

Given n>0 pairs of finite words on a finite 
alphabet (u1,v1), (u2,v2), ..., (un,vn), does there exist 
a non-empty sequence of indices i(1),i(2),...,i(k) 
such that ui(1)ui(2)...ui(k)=vi(1)vi(2)...vi(k).
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Exemple
d’instance: 

En 1936, Emil Post défini le problème suivant: 

Etant données n>0 paires de mots finis sur un 
alphabet fini (u1,v1), (u2,v2), ..., (un,vn), existe-t-il 
une séquence non vide finie d’indices i(1),i(2),...,i
(k) telle que ui(1)ui(2)...ui(k)=vi(1)vi(2)...vi(k).

Ex.2: Le problème d’Emil Post

Emil Post

1897-1954

a

baa

ab

aa

bba

bb

1 2 3

Solution : 3,2,3,1 bba

bb

3

ab

aa

2

bba

bb

3

a

baa

1

=bbaabbbaa

=bbaabbbaa

Problème indécidable !!!
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Problems

• A problem is a generic question that contains parameters (taking their 
value in an infinite domain of values).  

• When those parameters are fixed by given them values, then we obtain 
an instance of the problem.

• A problem exists independently of a solution to solve it:

• a solution may not exist (as we will see for some problems in the sequel)

• a problem can have several different solution.

• Problem instances have to be encoded in order to be submitted to a 
mechanical procedure.
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The Post problem again

• This problem has parameters: the pairs of words.  

• Those can take an infinite number of different values.

• This problem is well defined and can be submitted to a 
mechanized procedure.  

• But, unfortunately, we will show that this problem has no 
algorithmic solution.

a

baa

ab

aa

bba

bb

1 2 3
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What are decision problems ?

• Problems whose answer is binary: yes/no.

• Example: the Post’s problem is a decision problem.  The problem asks to 
determine the existence of a correspondence. This is a yes/no answer.

• In this course, to simplify notations and to ease formalization, we will 
mainly consider decision problems.  

• While decision problems have simpler formalizations, they allow us to 
illustrate in great details the notions that we want to study.
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Languages

• Finite alphabet = finite set of symbols.

• Σ={a,b,c}, Σ={♚,♛,♜,♝,♞,♟}, Σ={0,1,2,...,99}

• A (finite) word over Σ is a finite sequence of symbols from Σ.

• We denote Σ* the set of words over Σ.

• The length of a word w is the number of symbols in w, it is denoted |w|.
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Problems = Languages

Every instance of the Post’s problem can be encoded using a finite word on a 
finite alphabet. As an example, consider:

a

baa

ab

aa

bba

bb

1 2 3

if we use the alphabet { a,b,!,# }, then we can encode this instance by the 
word a!bba#ab!aa#bba!bb#

The Post’s problem can be identified with the subset of finite words on the 
alphabet { a,b,!,# } that are encodings of positive instances of the problem.  
Let us note this language LPost.
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Every instance of the Post’s problem can be encoded using a finite word on a 
finite alphabet. As an example, consider:

a

baa

ab

aa

bba

bb

1 2 3

if we use the alphabet { a,b,!,# }, then we can encode this instance by the 
word a!bba#ab!aa#bba!bb#

The Post’s problem can be identified with the subset of finite words on the 
alphabet { a,b,!,# } that are encoding positive instances of the problem.  
Let us note this language LPost.Language=(infinite) set of finite words

Problems = Languages
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Encodings of the 
positive instances

=Language
=Problem

Encodings of the 
negative instances

Finites words that are not 
encodings of instances

=set of finite 
words on Σ

w ∈? 

Solve a decision problem
=decide the membership of a word into a language.

Problems = Languages
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Problems - Summary

• Decision problems can be formalized by languages of finite words on a 
finite alphabet, i.e. L ⊆ Σ*.

• Solving a problem reduces to decide the membership in its associated 
language, i.e. given an instance encoded by word w, decide if w ∈? L. 

Ex.: let w(e) be the encoding of instance e of the Post’s problem, then we 
have:

                  e is positive iff w(e) ∈ LPost.

• So, to solve effectively a problem, we must find an effective procedure to 
recognize its underlying language.
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Example of languages

• L={abababaaa,aabababa,abababab}.

• L={ anbn | n ∈ℕ }

• The set of syntactically correct C programs.

• The set of C procedures that terminates on all possible inputs.
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Effective procedures
Algorithms
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Effective procedure

• What is an effective procedure ? What is an algorithm ?

• Algorithm=latinization of Al-Khawarizmi. First 
mathematician to have given algorithms to solve 
subclasses of equations.

• ... if you look in the dictionary: 

“an algorithm is defined by a sequence, which is finite and 
non-ambiguous, of simple operations that gives an answer 
to a problem”. 

• finite sequence ⟹ termination

• non-ambiguous ⟹ verifiable - mechanisable

Al-Khawarizmi

783-850
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First definitions

In the early 1930s, several mathematicians/logicians, among 
others Church, Kleene and Turing, have tried to define in a 
rigorous way the intuitive notion of algorithm. 

Alonzo Church

1903-1995

Stephen Kleene

1909-1994

Alan Turing

1912-1954
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• Alonzo Church has proposed lambda calculus.

• Stephen Kleene has proposed the mu-recursive functions.

• Alan Turing has proposed the Turing machine.

• Those three definitions are equivalent in the sense that they allow to solve the 
same problems.

Alonzo Church

1903-1995

Stephen Kleene

1909-1994

Alan Turing

1912-1954

First definitions
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• Alonzo Church has proposed lambda calculus.

• Stephen Kleene has proposed the mu-recursive functions.

• Alan Turing has proposed the Turing machine.

• Those three definitions are equivalent in the sense that they allow to solve the 
same problems.

Alonzo Church

1903-1995

Stephen Kleene

1909-1994

Alan Turing

1912-1954

In this co
urse, we will c

oncentrat
e on 

Turing m
achines

First definitions
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Turing Machine

Turing Machine = primitive computer

... ...
0 1 2 3 4 5 6 7 n

} Ruban=
mémoire

{
Finite set of 
states and 
transitions

=
program

⇑ =reading head

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R
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a a b b # # # ...
0 1 2 3 4 5 n

⇑

(ε   0  aabb) = content of the tape, 
                         position of the reading head, 
                         and control state.

Configurations

...

Finite word which is right of the head

Finite word which is left of the head
Control state

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

Turing Machine

No right end
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a a b b # # # ...
0 1 2 3 4 5 n

⇑

(ε   0  aabb) = content of the tape, 
                         position of the reading head, 
                         and control state.

Configurations

...

Finite word which is right of the head

Finite word which is left of the head
Control state

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

Turing Machine

No right end

Initial state

Final stateReject state 
for a,b,A !
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a a b b # # # ...
0 1 2 3 4 5 n

⇑

(ε   0  aabb) = content of the tape, 
                         position of the reading head, 
                         and control state.

Configurations

...

Finite word which is right of the head

Finite word which is left of the head
Control state

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

Turing Machine

No right end

Initial state

Final stateReject state 
for a,b,A !

Execution=finite or infinite sequence of configurations
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a a b b # # # ...
0 1 2 3 4 5 n

⇑

(ε,aabb,0) = contenu du ruban, 
                     position de la tête de lecture, 
                     et état de contrôle.

Configurations

...

Mot fini à droite de la tête de lecture
Mot fini à gauche de la tête de lecture

Etat de contrôle

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

This Turing machine recognizes anbn.

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

a a b b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A a b b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A a b b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A a B b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A a B b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A a B b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A A B b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A A B b # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)

Turing Machine
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A A B B # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)(AA,BB,2)...

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

Turing Machine
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A A B B # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)(AA,BB,2)...

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A A B B # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)(AA,BB,2)...

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A A B B # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)(AA,BB,2)...

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A A B B # # # ...
0 1 2 3 4 5 n

⇑
...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)(AA,BB,2)...

Turing Machine
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

Turing Machine

A A B B # # # ...
0 1 2 3 4 5 n

...

(ε,aabb,0)(A,abb,1)(Aa,bb,1)(A,aBb,2)(ε,AaBb,2)(A,aBb,0)(AA,Bb,1)(AAB,b,1)(AA,BB,2)...(AABB,ε,4)

Word is accepted
⇑
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Turing machine
Formal definitions
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Turing machine - Formal definition

A Turing machine is a 7-tuple, (Q,Σ,Γ,δ,q0,qaccept,qreject) where:

• Q is the (finite) set of (control) states,

• Σ is the input alphabet not containing the blank symbol ⊔,

• Γ is the tape alphabet, where ⊔∈Γ and Σ⊆Γ,

• δ:Q×Γ→Q×Γ×{L,R} is the transition function,

• q0∈Q is the start state,

• qaccept∈Q is the accept state, and

• qreject∈Q is the reject state, where qaccept≠qreject.
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Turing machine - Computation

A Turing machine M=(Q,Σ,Γ,δ,q0,qaccept,qreject) computes as follows. 

On input w=w1w2...wn∈Σ*, the left first n squares of the tape are containing the word 
w, the rest of the (right infinite) tape is filled with blank symbols (⊔). The head is on 
the first left square of the tape. Note that Σ does not contain ⊔, so it is possible to 
detect the end of the word w on the tape.  

Once M has started, it executes the following steps.  According to what is below the 
reading head on the tape, say σ, and the current control state, say q, the machine 
executes the movement defined by the transition function, i.e. δ(q,σ). This movement 
is of the form (q’,γ,D). 

• If D=L then M writes γ on the square pointed by the head, then M tries to moves the head 
one square to the left (this is possible only if we are not on the left most square of the 
tape) and the control state evolves to q’. 

• If D=R then M writes γ on the square pointed by the head, moves the head one square to 
the right, and the control state evolves to q’.
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Turing machine - Configuration

A configuration of a Turing machine M=(Q,Σ,Γ,δ,q0,qaccept,qreject) is 
composed of a description of the content of the tape, the position of the 
head on the tape, and the control state.

A configuration can be represented handily by a finite word in Γ*•Q•Γ+. A 
word w1qw2 encodes a configuration where:

• w1 is the word that is laying on the left of the head,

• q is the control state,

• w2 is the word that lies on the right of the head.
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0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

A a b b # # # ...
0 1 2 3 4 5 n

⇑
...

This configuration is encoded by “A•1•abb”.

Turing machine - Configuration
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Turing machine - Computation

Let M= M=(Q,Σ,Γ,δ,q0,qaccept,qreject) be a Turing machine. If M goes from configuration 
C1 to configuration C2, we say that C1 yields configuration C2.  We define this notion 
formally as follows.

Suppose that we have a,b, and c in Γ, as well as u and v in Γ*, and states qi and qj. In that 
case, u•a•qi•b•v and u•qj•a•cv are two configurations. We have that

u•a•qi•b•v yields u•qj•a•cv 

if in the transition function δ(qi,b)=(qj,c,L). That handles the case where the Turing 
machine moves leftward. For a rightward move, we have that

u•a•qi•b•v yields u•a•c•qj•v

if in the transition function δ(qi,b)=(qj,c,R).

If the head is at the left most square, then this is a special case and the head does not 
move on a left move.

Exercise: model this special case formally.
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Turing machine - Computation

A computation of the machine M=(Q,Σ,Γ,δ,q0,qaccept,qreject) on input word 
w is a sequence C=C1 C2 ... Cn ... such that:

• C1=ε•q0•w

• for all i∈[1,|C|-1] : Ci yields Ci+1

• for all i∈[1,|C|-1] : nor qaccept neither qreject is the control state of Ci

• if |C| < ∞ then the last configuration reached either qaccept or qreject.
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Turing-recognizable language

A word w is accepted by the Turing machine M=(Q,Σ,Γ,δ,q0,qaccept,qreject) if 
C1 C2 ... Cn is the (finite) computation of M on w, and the state of 
configuration Cn is qaccept.

The collection of words w that M accepts is the language of M, or the 
language recognized by M, denoted L(M).

Definition. Call a language L⊆Σ* Turing-recognizable if some Turing 
machine recognizes it.

The class of Turing-recognizable languages is also called the class of 
recursive enumerable languages.
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Turing-decidable language

When a Turing machine never stops on a input word w, we say that M 
loops on w.

A Turing machine can fail to accept a word w either by entering the state 
qreject during its computation on w, or by looping on w.

Turing machines that halts on all inputs never loops. They are called 
deciders.

Definition. Call a language Turing-decidable or simply decidable if some 
Turing machine decides it.

The class of Turing-decidable languages is also called the class of recursive 
languages.
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Example of Turing machines

A Turing machine that recognizes A={ 0k | k=2n, n∈ℕ }.
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Example of Turing machines

A Turing machine that recognizes A={ 0k | k=2n, n∈ℕ }.

to find the left of the tape

Replace every other 0 by x
⟹ divide by two !

reject if odd number of x
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Example of Turing machines

A Turing machine that recognizes A={ 0k | k=2n, n∈ℕ }.
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Example of Turing machines

A Turing machine that recognizes A={ w#w | w∈{0,1}* }.
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Variants of Turing machines

A multi-tape Turing machine is like an ordinary Turing machine with several 
tapes.  

Initially, the input appears on tape 1, all other tapes are blank.

The transition function is changed to allow for reading, writing, and moving 
the heads on some or all the tapes simultaneously. Formally:

δ: Q×Γk → Q×Γk×{L,R,S}k

where k is the number of tapes. The expression

δ(q,a1,...,ak)=(qj,b1,...,bk,L,...,R)

means that if the control state is q, the head of tape 1 is on a square with 
symbol a1, ..., the head of tape k is on a square with symbol ak, then the 
machine goes to state qj, writes b1 on tape 1 and goes left, ..., writes bk on 
tape k and goes right. 
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Theorem. Every multi-tape Turing machine has an equivalent single-tape 
Turing machine.

Variants of Turing machines

Corollary. A language is Turing-recognizable if and only if some multi-tape 
Turing machine recognizes it.
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A nondeterministic Turing machine is defined as follows: at any point in 
computation, the machine may proceed according to several possibilities. 
The transition function of a nondeterministic machine has the following 
form:

δ:Q×Γ→P(Q×Γ×{L,R})

The computation of a nondeterministic Turing machine is a tree whose 
branches correspond to different possibilities for executing the machine.

Variants of Turing machines

If some branch is leading to the qaccept state then the 
compuation is accepting, and the machine accepts its 
input.

×× ✔
∞
✔

✔
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Theorem. Every nondeterministic Turing machine has an equivalent 
deterministic Turing machine.

Variants of Turing machines

Corollary. A language is Turing-recognizable if and only if some 
nondeterministic Turing machine recognizes it.
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Theorem. Every nondeterministic Turing machine has an equivalent 
deterministic Turing machine.

Variants of Turing machines

Corollary. A language is decidable if and only if some nondeterministic 
Turing machine decides it.

We can modify the proof of the theorem above in such a way that if all the 
branches of the Turing machine halts than the deterministic machine will 
halt too.  We call a nondeterministic Turing machine a decider if all its 
branches halt on all inputs.

×× ✔ ✔

✔

×
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Enumerators

A enumerator is a Turing machine with a printer.

...
Tape

abba
bbabba
abbabbaaa
...

Printer

Control
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Theorem.  A language is Turing-recognizable if and only if some 
enumerator enumerates it.

First, let E be an enumerator for the language L. We construct a Turing 
machine M that will behave on w as follows: 
1) Start E. Each time that E writes a word, compare it to w. 
2) If w appears, we stop and accept.
Clearly L(M)=L.

Let M be a Turing machine that accepts L, we construct the enumerator E 
as follows. First, let s1 s2 s3 ... si ... be the list of possible finite words on the 
alphabet of L. The enumerator E behaves as follows:
        repeat the following instructions for i=1,2,3,...
             A) execute M for i steps on the inputs s1,s2,...,si.
             B) if one of the executions accepts, write the corresponding sj.

Enumerators
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RE and R

2Σ*

RE

R

=?

=?
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Equivalence with other models

As we have seen, several different models have the same power as Turing 
machines.

There are a large number of other computation models that have the 
same power as Turing machines.  They have all the similar property that 
they access an unbounded memory.

This is similar to programming languages. Languages like LISP and PASCAL 
look quite different but any algorithm that you can program with PASCAL 
can also be programmed with LISP and the other way round. 
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Definition of algorithm

Informally speaking an algorithm is a collection of simple instructions for 
carrying out some task (also called recipes or procedures).

Church thesis:

Intuitive notion of algorithm equals Turing machines algorithms.
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Focus on algorithms

We will continue to speak about Turing machine but our focus will be on 
algorithms. So, Turing machines mainly serve the purpose of having a formal 
definition for the notion of algorithm.

We have skipped details about the theory of Turing machines. The essential 
thing that we need is: to be convinced that Turing machine can serve as a 
model for the notion of algorithm.

In the sequel, we will not often expose Turing machine with their detailed 
definition (set of state Q, alphabet Σ, ..., transition function δ, ...). We will 
either use:

• an implementation description given in English prose that exposes the way 
the Turing machine moves its head, etc.

• or a high level description where we use English to describe an algorithm.
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Other models of 
computation

Tuesday 21 December 2010



Finite state automata

A finite automaton A is a 5-tuple (Q,Σ,δ,q0,F) where:

• Q is a finite set called the states,

• Σ is a finite set called the alphabet,

• δ : Q×Σ → Q is the transition function,

• q0 ∈ Q is the start state, and

• F⊆Q is the set of accept states.
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L(M1)={ w | w contains at least one 1 and an even number of 0s follow the last 1 }

Finite state automata
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Regular expressions

R is a regular expression if R is

• a for some a ∈ Σ,

• ε (the empty sequence),

• ∅ (the empty language),

• (R1∪R2), where R1 and R2 are regular expressions, 

• (R1◦R2), where R1 and R2 are regular expressions,

• (R1*) where R1 is a regular expression,
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Regular expressions - Examples

• 0*10* = { w | w contains a single 1 }

• Σ*1Σ* =  { w | w contains at least one 1 }

• (ΣΣ)* = { w | w is a word of even length }

• 0Σ*0 ∪ 1Σ*1 ∪ 0 ∪ 1 = { w | w starts and end with the same symbol }

• 1*◦∅=∅
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Finite state automata=Regular expressions

Theorem. A language is definable by a regular expression if and only if it 
is definable by a finite state automaton.
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Limits of regular languages

The language L = { 0n1n | n ∈ ℕ } is not a regular language.
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Context-free grammars

A context-free grammar is a 4-tuple (V,Σ,R,S) where

• V is a finite set called the variables,

• Σ is a finite set disjoint from V, called the terminals,

• R is a finite set of rules, with each rule being a variable and a string of 
variables and terminals, and

• S ∈ V is a start variable.

If  u, v and w are strings of variables and terminals, and A→w is a rule of 
the grammar, we say that uAw yields uwv, written uAv⟹uwv. Say that u 
derives v, written u ⟹* v, if u=v or if a sequence u1,u2,...,uk exists for k≥0 
and u ⟹ u1 ⟹ u2 ⟹ u3 ⟹...⟹ uk ⟹ v.

The language of the grammar is { w ∈ Σ* | S ⟹* w }.
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Context-free language - examples

• S → aSb | ε

defines the language { anbn | n ∈ ℕ }.

• S → aSb | SS | ε

defines all the well-nested parenthesis languages (think of “a” as opening 
parenthesis and “b” as closing parenthesis).
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Push-down automata

A pushdown automaton is a 6-tuple (Q,Σ,Γ,δ,q0,F), where Q, Σ, Γ, and F 
are all finite sets, and

• Q is the set of states,

• Σ is the input alphabet,

• Γ is the stack alphabet,

• δ : Q × Σε × Γε → P(Q×Γε) is the transition function,

• q0∈Q is the start state,

• F⊆Q is the set of accepts states.
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Pushdown automata - an example

The following pushdown automata accepts { 0n1n | n ∈ ℕ }.
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PDA-CF grammars

Theorem.  A language is recognizable by a context-free grammar if and 
only if it is recognizable by a pushdown automata.

The languages that are definable by a context-free grammar (or by a 
pushdown automaton) are called the context-free languages.

Theorem. The language { 0n1n2n | n ∈ ℕ } is not a context-free language.

Tuesday 21 December 2010



Turing Machines - Exercises

• We have shown that a language is Turing-recognizable iff some enumerator 
enumerates it. Why didn’t we use the following simpler algorithm for the 
forward direction of the proof ?
As before, let s1,s2,s3,... be an enumeration of all finite words (strings) on Σ.

E=”Ignore the input,

• Repeat the following for i=1,2,3,...

• Run M on si.

• If it accepts, print out si.
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Explain why the following is not a description of a legitimate TM:

Mbad=”The input is a polynomial p over variables x1,...,xk.

• Try all possible settings of x1,...,xk to integer values.

• Evaluate p on all of these settings.

• If any of these settings evaluates to 0, accept; otherwise, reject.

Turing Machines - Exercises
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Give implementation-level descriptions of Turing machines that decide the 
following languages over the alphabet {0,1}.

• { w | w contains an equal number of 0 and 1 }

• { w | w contains twice as many 0s as 1s }

• { w | w does not contain twice as many 0s as 1s }

Turing Machines - Exercises
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Ch. 4 : Decidability
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Decidability

• In the previous chapter, we have formalized the notion of algorithm by 
the model of Turing machine (Church thesis).

• In this part, we study the power of algorithms to solve problems.

• We will study the limits of algorithmic solvability.

• Studying the limits of algorithmic solvability is useful because

• some problems being unsolvable, you need to alter their definition or to 
simplify them to give them a algorithmic treatment;

• to fully understand the notion of computation, we need to understand its 
limits.
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Decidable languages

• About regular languages:

ADFA = { (B,w) | B is a DFA that accepts the input string w }

ANFA = { (B,w) | B is a NFA that accepts the input string w }

AREX = { (R,w) | R is a regular expression that generates string w }

EQDFA = { (A,B) | A and B are DFAs and L(A)=L(B) }
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Decidable languages

• About context-free languages:

ACFG = { (G,w) | G is a CFG that generates the string w }

ECFG = { G | G is a CFG and L(G)=∅ }
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Decidable languages

• About context-free languages:

ACFG = { (G,w) | G is a CFG that generates the string w }

ECFG = { G | G is a CFG and L(G)=∅ }

But EQCFG= { (G,H) | G and H are two CFGs and L(G)=L(H) }
is undecidable !
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The ATM problem

• We prove here the undecidability of the ATM problem.

• ... This is one example of problem that can not be solved with a computer/
algorithm.

• Are the problems that are unsolvable only of theoretical interest ?

• ... unfortunately not !

• “software verification”
= you are given a specification of what a program should do and a program.  The 
specification is given in a logical formalism. 
You want to verify that the program respects the specification.
You would like to automate this task because making proofs of correctness is a 
difficult activity.

• “software verification”  is not solvable by computer !

• In this chapter we want to develop some techniques to prove undecidability, and 
help you to understand what makes a problem undecidable.
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• ATM = { (M,w) | M is TM and M accepts w }

• First, observe that ATM is a Turing-recognizable language:

On input (M,w), do

1. Simulate M on input w

2. If M ever enters its accepting state, accept; if M ever enters its reject state, 
reject.

• So proving undecidability of ATM will establish that R≠RE, i.e. recognizers 
are more powerful than deciders.

• To prove this result, we use the “diagonalization” method.

• But before, we recall the notion of cardinality of a set.

The ATM problem

Tuesday 21 December 2010



Cardinality of sets

• Cardinality of a set = technical term in set theory to define 
the “size” of a set.

• For finite sets, this is easy: count the number of elements in 
the set.

• ... For infinite sets, this is not that easy ...
It does not make sense to count ...

• Instead of assigning a value to a set (its size), we define 
equivalence classes of sets (that have the same “size”).

• To do that, we use bijections: if there exists a bijection (one-
to-one function) between two sets, they have the same 
cardinality. 

• The notion of cardinality defines equivalence classes of sets.
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• The set of positive natural numbers ℕ0={1,2,...,n...} has the same 
cardinality than the set of even numbers Even={2,4,...,2n,...}.

• So, although Even is a strict subset of ℕ0, Even has the same 
cardinality as ℕ0.

• A set that is finite or has the same cardinality as the set of 
natural numbers is called a countable set.  

They have the cardinality ℵ0 (aleph-0).

Countable sets

Tuesday 21 December 2010



The set of rationals is countable

• The set of (positive) rational number is countable. So it has the same 
size as the size of the natural numbers. Here is a proof.

1/1 1/2 1/3 1/4 1/5 ...

2/1 2/2 2/3 2/4 2/5 ...

3/1 3/2 3/3 3/4 ... ...

4/1 4/2 4/3 ... ... ...

5/1 5/2 ... ... ... ...

... ... ... ... ... ...

...
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The set of reals is uncountable

• To prove that ℝ has not the same cardinality as ℕ, we must prove that it 
is not possible to define a bijection (one-to-one) function between ℕ 
and ℝ.

• We work by contradiction and show that if f is a function from ℕ to ℝ, 
there always exists a real value between 0 and 1 that is not reached by f.

• We construct such a x as follows (using cantor diagonal method). 
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• Let us consider the function defined by the first two columns.

ℕ0 ℝ Decimal i in f(i) Decimal i in x

1 7,001 0 1

2 3,1415 4 5

3 17,86554 5 6

4 4,465454 4 5

5 5,31654 4 5

6 5,0000052 5 6

7 5,000000 0 1

8 8,2255699 5 6

... ... ... ...

Clearly x is different from all 
value in the codomain of f !

Clearly f can not be a 
bijection between ℕ and ℝ !

The set of reals is uncountable

f
+1mod10
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Σ* is countable

The set of finite words (strings) on a finite alphabet (for instance {a,b,c}) 
is countable.  The following bijection establishes that.

ℕ0 {a,b,c}*

1 ε
2 a

3 b

4 c

5 aa

6 ab

7 ac

8 ba

... ...

By enumerating the words of increasing 
lengths, we establish the existence of a 
bijection between ℕ0 and {a,b,c}*.
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The set of Turing Machines is countable

=10&l1!l2!...&&23&(l1,a,b,R,l2)!(...

=finite word on a finite alphabet.

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R
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The set of Turing Machines is countable

ℕ0 {a,b,c}*

1 ε
2 a

3 b

4 c

5 aa

6 ab

7 ac

8 ba

... ...

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

=10&l1!l2!...&&23&(l1,a,b,R,l2)!(...

=finite word on a finite alphabet.
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The set of Turing Machines is countable

ℕ0 TM

1 M1

2 M2

3 M3

4 M4

5 M5

6 M6

7 M7

8 M8

... ...

Theorem. The set of Turing machines is countable.

0 1 2

3 4

a,A,R

a,a,R

B,B,R

b,B,L

a,a,L

B,B,L

B,B,R

#,#,R

A,A,R

B,B,R

=10&l1!l2!...&&23&(l1,a,b,R,l2)!(...

=finite word on a finite alphabet.
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Sets that not countable

• The notion of countable sets has been 
introduced in late 19th century by Georg 
Cantor, a german mathematician. 

•  Among others, he proves that:

Theorem. The set of subsets of an infinite 
countable set is not countable.

• This theorem can be established using the 
technique called the “Cantor’s diagonal”.

Georg Cantor

1845-1918
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Cantor’s diagonal

Theorem. The set of subsets of an infinite countable set 
is not countable.
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a0 a1 a2 ... an ...

S0 0 1 0 ... 0 ...

S1 1 0 1 ... 0 ...

S2 1 1 0 ... 1 ...

... ... ... ... ... ... ...

Sn 1 1 0 ... 1 ...

... ... ... ... ... ... ...
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There are more problems than TM to solve them

• The set of Turing machine is countable, it has cardinality ℵ0.

• A consequence of the previous theorem is that the set of 
languages of finite words on a finite alphabet, i.e. the set of 
subset of Σ*, is not countable.

• So the set of problems (=the set of finite words over a 
finite alphabet) is not countable while the set of TM is a 
countable set.

• So there are more problems than TM to solve them !

• There should exists problems that have no algorithmic 
solution !
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Language which is not TM recognizable 

Theorem. There are languages that not TM recognizable.
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Theorem. There are languages that not TM recognizable.
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2Σ*

RE

.L0

Language which is not TM recognizable 

L0={ wi | wi ∉ L(Mi) } is not recognized by any Turing machine.
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(Un)Countable sets - Exercises

• Prove that the set of functions from ℕ to ℕ is not countable.

• Prove that the set of infinite words on a finite alphabet is not countable.

• Prove that the set of finite words on a infinite countable alphabet is 
countable.
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Undecidability of the ATM problem

Theorem. The language ATM= { (<M>,w) | M  is a TM and M accepts w } 
is undecidable.

Proof.  Reductio ad absurdum.  Assume that ATM is decidable. Let H be such 
that:

H((<M>,w)) = accept if M accepts w, 

                   = reject if M does not accept w.

From H, we construct D as follows:

D=”on input <M>, where M is a TM:

• Run H on input (<M>,<M>).

• Output the opposite of H; if H accepts then rejects, if H rejects then accepts.
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Remark. Run a TM on a TM description is reasonable. We often run 
programs on programs (think of compilers for example).

So, D(<M>)   = accept if M(<M>)=reject

                    = reject if M(<M)=accept

Now, let us consider the situation when D is launched on <D>:

D(<D>)  = accept if D(<D>)=reject

              = reject if D(<D>)=accept

So, no matter what is doing D, it is forced to do the opposite. This is 
obviously a contradiction. 

Remark. This is a diagonalization !

Undecidability of the ATM problem
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R and RE languages

2Σ*

RE

R

.L0

.ATM
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Some properties of 
languages in R and RE
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On Turing-unrecognizable Languages

Theorem.  A language A is decidable iff it is Turing-recognizable and co-
Turing-recognizable.

Proof.  We prove the two directions.

First, assume that A is decidable. Let M be a turing machine that decides A. 
Transform that machine into the machine M’ that always answers accept 
whenever M rejects and answers reject whenever M accepts. Clear M’ 
always terminates and accepts the complement of A and so the 
complement of A is a decidable language. As R⊆RE, we are done.

L(M)=A

M
(decider) M

(decider)x
Accepts

Rejetcts

accepts

rejects

accepts

rejects

x

L(M’)=Ac

M’
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Second, assume that we have a TM M that recognizes the language A and a TM M’ that 
recognizes Ac.  Then we construct a new machine H that runs M and M’ in parallel on its 
input and answer accept whenever M accepts and reject whenever M’ accepts. Clearly, H 
always terminate as either w∈A and M terminates and accepts or w∉M and M’ terminates 
and accepts, furthermore, it accepts exactly the words in A. So H decides language A.

On Turing-unrecognizable Languages

L(M)=A

M
(recognizer)

accepts

rejects

x

L(M’)=Ac

M’
(recognizer)

accepts

rejects

x

H
M

(recognizer)

accepts

rejects

M’
(recognizer)

accepts

rejects

x ||

accepts

rejects

H is a decider and accepts A.
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Corollary. The complement of ATM is not Turing-recognizable.

Proof. If we assume that the complement of ATM is Turing-recognizable, 
we should conclude that ATM is decidable as ATM is also Turing-
recognizable, which is not the case.

On Turing-unrecognizable Languages
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An additional application of diagonal method

Let us assume that P is a new programming language able to define 
functions from ℕ to ℕ.

Wlog, we can assume that P1,P2,...,Pn,... is an enumeration of the programs 
that can be written in P. 

Assume that in P, we can only write programs that are guaranteed to 
terminate.  Is this a good news ? Not quite ! Prove that there are 
computable functions from ℕ to ℕ that cannot be programmed in P.
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Ch 5: Reducibility
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Reduction

• A reduction is a way of converting one problem into another.

• An example:

• My problem is to go from city A to city B.

• I can solve easily this problem if I had a map.

• My new problem: find a map.

• A reduction involves two problems A and B:
⟹ If A reduces to B, we can use a solution to B to give a solution to A.

• In math: the problem of measuring the area of a rectangle reduces to the 
problem of measuring the length and width of the rectangle.

• To prove that a problem B is undecidable, we will prove that a problem A, 
which is already known to be undecidable, reduces to B, and conclude that B 
is then undecidable.
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HaltTM is undecidable

Let HALTTM= { (M,w) | M is a TM and M halts on w }.

Theorem. HALTTM is undecidable.

Proof. Reductio ad absurdum. Assume for the sake of contradiction that there exists a 
TM R that decides HALTTM.  The following reduces ATM to the HALTTM problem:

S=”On input (M,w), an encoding of a TM M and a word w:

• Run TM R on (M,w).

• If R rejects, then reject.

• If R accepts then simulate M on w until it halts. (rem: we know that it will halt)

• If M has accepted, accept; if M has rejected, reject.”

This shows that ATM reduces to HALTTM, i.e. if R decides HALTTM then S decides ATM. 
Because ATM is known to be undecidable, we conclude that R cannot exist, and so 
HALTTM is undecidable.
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ETM is undecidable

ETM = { (M) | M is a TM and L(M)=∅ }

Theorem. ETM is undecidable.

Proof. Let (M,w) be the encoding of a TM M and a word w.  We construct 
a new Turing machine M1 as follows:

M1=”On input x:

• if x≠w then reject;

• if x=w, run M on input w and accept if M does.”

Clearly, L(M1)≠∅ iff M accepts w (i.e. (M,w) ∈ ATM). Now, we make the 
hypothesis that we have a TM R that decides ETM and we construct the 
following machine S that decides ATM:

Tuesday 21 December 2010



S=”On input (M,w):

• Use the description of M and w to construct M1 as above.

• Run R on (M1).

• If R accepts, reject; if R rejects, accept.

If R would be a decider for ETM, then S would be a decider for ATM. But we 
know that ATM is undecidable so R cannot exist, and thus ETM is 
undecidable as well.

ETM is undecidable
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REGULARTM is undecidable
REGULARTM = {  (M) | M is a TM and L(M) is a regular language }

Theorem. REGULARTM is undecidable.

Proof. We let R be a TM that decides REGULARTM and construct a TM S to decide ATM.  The 
TM S works in the following manner.

S=”On input (M,w), where M is TM and w a word:

• Construct the following TM M2:

• M2=”on input x:

• if x has the form 0n1n, accept.

• if x does not have this form, run M on input w, and accept if M accepts w.

• Run R on input (M2).

• If R accepts, accept; if R rejects, reject.”

Clearly, L(M2)={ 0n1n | n∈ℕ } if (M,w)∉ATM, and L(M2)=Σ* if (M,w)∈ATM, and the correction of the 
construction follows.
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EQTM is undecidable

EQTM = { (M1,M2) | M1 and M2 are TM and L(M1)=L(M2) }.

Theorem. EQTM is undecidable.

Proof.  We let R decide EQTM and construct TM S to decide ETM as 
follows. 

S=”On input (M), where M is a TM:

• Run R on input (M,M1), where M1 is a TM that rejects all inputs, i.e. L(M1)=∅.

• If R accepts, accept; if R rejects, reject.”

If R decides EQTM, S decides ETM. But ETM is undecidable, so we must 
conclude that S cannot exist and so EQTM is also undecidable.
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Reduction via 
computation histories
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Computation histories

The computation history method is important to show that ATM is reducible to 
certain languages.

The computation history of a deterministic TM is the (finite) sequence of 
configurations that the machine visits during its execution if it terminates.

Let M be a Turing and w an input word.  An accepting computation history for M 
on w is a sequence of configurations C1,C2,...,CL where 

• C1 is the start configuration of M, 

• CL is an accepting configuration, and 

• each Ci legally follows from Ci-1 according to the rules of M, i.e. Ci-1 yields Ci.  

A rejecting computation history for M on w is defined similarly, except that CL is a 
rejecting configuration.

Remark. Computation histories are finite sequences. If M doesn’t halt on w, no 
accepting or rejecting sequence exists for M on w.
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Definition. A linear bounded automaton is a restricted type of Turing 
machine wherein the tape head isn’t permitted to move off the portion of the 
tape containing the input.  If the machine tries to move its head off either end 
of the input, the head stays where it is, in the same way that the head will not 
move off the left-hand end of an ordinary Turing machine’s tape.

Linear Bounded Automata

=TM with a limited amount of memory

Remark. By increasing the size of the working alphabet, we increase the 
memory available by a linear amount in |w|: this justifies the name of the model.
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ALBA is decidable

ALBA = { (M,w) | M is an LBA that accepts string w }

The following lemma says that the number of possible configurations for a 
LBA is finite:

Lemma. Let M be an LBA with q states and g symbols in the tape 
alphabet. There are exactly qngn distinct configurations of M for the tape 
of length n.

Proof.  First, note that a configuration of M can be encoded as a word in 
Γ*×Q×Γ+ of length n+1 that encodes the content of the tape, the position 
of the head and the state in which the control of the machine lies. There 
are gn possible tape contents, there are q states and n possible positions 
for the tape, so the number of possible configurations is qngn.
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ALBA is decidable

Theorem.  ALBA is decidable.

Proof. The algorithm that decide ALBA is as follows:

L=”On (M,w), where M is an LBA and w is a string:

• Simulate M on w for qngn steps or until it halts.

• If M has halted, accept if it has accepted, and reject if it has rejected. If it has 
not halted, reject.”

If M does not halt within qngn steps then we know that it will never halt as 
after qngn steps, it must be repeating a configuration and therefore it will 
loop for ever.  This is why we reject (M,w) in that case.

Remark. Remember that ATM is undecidable.
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ELBA is undecidable

ELBA = { M | M is a LBA and L(M)=∅ }.

To prove this result, we will show that given a TM M and a word w, we are 
able to construct a LBA B that will accepts exactly all the finite words that 
encode accepting computations of the machine M on w.  

As M has at most one accepting computation on w, L(B) will be the 
encoding of that computation if M accepts w, or will be empty otherwise. 
So, if we are able to construct this LBA B, we will have a proof that ELBA is 
undecidable as ATM is undecidable.

Encoding of a computation by a word on Γ∪{#}
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How can an LBA B verify that the word x that it receives as input is the 
encoding of a valid accepting computation of M on w ? (remember that B 
is constructed from M and w !)

First, B breaks down the input according to the delimiter # into strings 
C1,C2,C3,...,CL.  Then B verifies the following three conditions:

• C1 is the start configuration of M on w.

• Each Ci+1 legally follows Ci.

• CL is an accepting configuration for M.

ELBA is undecidable
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• C1 is the start configuration of M on w.

This condition is easy to check. 

As B is constructed from M and w, it is easy to design B so that it checks 
that C1=q0w1w2....wn where w=w1w2....wn.

• CL is an accepting configuration for M.

This condition can be checked similarly.

ELBA is undecidable
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δ(q3,a)=(q5,x,R)

ELBA is undecidable
• Each Ci+1 legally follows Ci.

This is more difficult to check. For each pair of adjacent configurations Ci 
Ci+1, B must check that Ci+1 legally follows Ci.  This step reduces to the 
verification that Ci and Ci+1 are identical with the exception of the 
positions that are under and adjacent to the head position in Ci.  Those 
positions must be updated according to the transition function of M. Then 
B verifies that the updating was done properly by zig-zagging between 
corresponding positions of Ci and Ci+1. To keep track of the current 
positions while zig-zagging, B marks the current position with dots on the 
tape (we extend the alphabet with { γ• | γ∈Γ }). 
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Finally, if conditions 1, 2, 3 are satisfied, then B accepts its input.

ELBA is undecidable
• Each Ci+1 legally follows Ci.

This is more difficult to check. For each pair of adjacent configurations Ci 
Ci+1, B must check that Ci+1 legally follows Ci.  This step reduces to the 
verification that Ci and Ci+1 are identical with the exception of the 
positions that are under and adjacent to the head position in Ci.  Those 
positions must be updated according to the transition function of M. Then 
B verifies that the updating was done properly by zig-zagging between 
corresponding positions of Ci and Ci+1. To keep track of the current 
positions while zig-zagging, B marks the current position with dots on the 
tape (we extend the alphabet with { γ• | γ∈Γ }). 
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Theorem. ELBA is undecidable.

Proof. Suppose that TM R decides ELBA. Construct the TM S that decides ATM as 
follows.

S=”On input (M,w), where M is a TM and w is a string:

• Construct LBA B from M and w as described in the proof idea above.

• Run R on (B).

• If R rejects, accept; if R accepts, reject.”

If R accepts (B), then L(B)=∅. Thus M has no accepting computation history on w 
and M doesn’t accept w. Consequently S rejects (M,w).

Conversely, if R rejects (B), then L(B)≠∅.  As B only accepts words that encode 
accepting computations of M on w, we conclude that M accepts w. Consequently, S 
accepts (M,w). 

ELBA is undecidable
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ALLPDA is undecidable

We can use a similar technique to prove that the following problem is 
undecidable:

ALLPDA = { (D) | D is a (nondeterministic) PDA and L(D)=Σ* }

Theorem.  ALLPDA is undecidable.

Proof. The proof is similar to the proof of undecidability of ELBA. To get 
the contradiction, we assume that ALLPDA is decidable and use this 
assumption to show that ATM is decidable (which cannot be possible). 

For a TM M and an input w, we construct a PDA G that accepts all strings 
if and only if M does not accept w. So, if M does accept w, G does not 
generate some particular string. This string is the accepting computation 
history of M on w. That is, G accepts all strings that are not accepting 
computation histories of M on w.
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Remember that we used the encoding #C1#C2#C3#...#CL# for 
computation histories.

To make the PDA D generate all strings that fail to be an accepting 
computation history of M on w, we use the following idea:

A string fails to be the encoding of an accepting computation of M on w if

• it does not start with C1.

• does not end with CL.

• there is some Ci+1 which does not legally follow from Ci.

If M does not accept w, no accepting history exists, so all strings fail one 
way or another.

Let us now see how to construct a PDA that accepts all those strings.

ALLPDA is undecidable
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The PDA will start by guessing using nondeterminism which of the three rules is 
violated by the string that it receives as input.

The first branch checks that C1 is not encoding the initial configuration of M on 
w. 

The second branch checks that CL is not encoding an accepting configuration of 
M.

The last branch nondeterministically chooses a configuration Ci and verifies that 
Ci+1 does not legally follow Ci according to the transition relation of the TM M. 

When it comes to Ci it pushes the configuration Ci on the stack until it reaches 
the next # symbol. Then it pops the stack to compare it with Ci+1.  There are 
supposed to match except around the head position where the difference is 
dictated by the transition function of M. Finally, D accepts if there is a mismatch 
or an improper update. 

ALLPDA is undecidable
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The problem with this idea is that, when D pops Ci off the stack, it is in 
reverse order and not suitable for comparison with Ci+1. Then we use the 
following twist: we write the accepting computation histories differently. 
Every other configuration appears in reverse order. The odd positions 
remain written in the forward order but the even positions are written 
backward. Thus an accepting history would appear as shown below:

ALLPDA is undecidable

Where CR is the reverse encoding of configuration C.
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Even if this problem looks to be of theoretical interest only, showing its undecidability has practical 
consequences.

ALLCFG : { (G) | G is a CFG and L(G)=Σ* }.

Theorem. ALLCFG is undecidable.

Proof. First remember that for every PDA D there exists a CFG G such that L(G)=L(D), and G can 
be constructed from D effectively. Let us make the hypothesis that R decides ALLCFG.

Then the following TM reduces ALLPDA to the ALLCFG problem:

S=”On input (D):

• Construct G such that L(G)=L(D);

• Run R on (G);

• if R accepts then accept; otherwise reject.

As ALLPDA is undecidable, we must conclude that R cannot exist and so ALLCFG is undecidable.

ALLPDA is undecidable
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EQCFG = { (G1,G2) | G1 and G2 are CFG and L(G1)=L(G2) }.

Theorem. EQCFG is undecidable.

Proof.  Assume that R decides EQCFG. We construct S as follows:

S=”On input G,

• construct G’ such that L(G’)=Σ*.

• using R decide if L(G)=L(G’).

• If R accepts then accept, if R rejects the reject.”

So, we have reduced ALLCFG to EQCFG, so we can conclude that EQCFG 
must be undecidable as we have shown before that ALLCFG is undecidable.

ALLPDA is undecidable

Tuesday 21 December 2010



Post is undecidable

Theorem. Post is undecidable.

Proof (sketch). ☝More details in Sipser’s book pages 199-205. As a 

part of your personal work, you are requested to read the details (all 
questions are welcome).

We show that accepting computation of TM can be encoded using the 
Post problem, in turn this allows for a reduction from ATM to Post.

For every TM M and input word w, we can effectively construct an 
instance of Post such that a “match” will correspond to an accepting 
computation history of M on w.
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$

$q0aabb$

q0 q’
a,b,R

Post is undecidable

Let us consider the transition:
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$

$q0aabb$

Let us consider the transition:

q0a

bq’

q0 q’
a,b,R

Post is undecidable

In this case the instance of Post contains the domino (q0a,bq’).
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$

$q0aabb$

In this case the instance of Post contains the domino (q0a,bq’).

q0a

bq’

To finish the simulation of the transition on the second word, we use 
dominos of the form (a,a), (b,b), ..., ($,$).

a

a

b

b

b

b

$

$

q0 q’
a,b,R

Let us consider the transition:

Post is undecidable
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$

$q0aabb$

q0a

bq’

a

a

b

b

b

b

$

$
=

In this case the instance of Post contains the domino (q0a,bq’).

To finish the simulation of the transition on the second word, we use 
dominos of the form (a,a), (b,b), ..., ($,$).

q0 q’
a,b,R

Let us consider the transition:

Post is undecidable
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$

$q0aabb$

q0a

bq’

a

a

b

b

b

b

$

$

We have copied the first configuration and the second word contains 
the second configuration of the computation of the machine M on w. 

So, we can iterate the previous construction !

At the end, if we reach an accepting configuration, we must allow word 
I to catch up with word 2.

=

Post is undecidable
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Rice’s Theorem

Informally:  All the non trivial questions about the languages recognized by  
Turing machines are undecidable.

Theorem. For all C⊆RE, C≠∅, C≠RE.  The question L(M) ∈? C is 
undecidable. 
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As C≠∅ and C≠RE, we can assume, wlog that the empty language 
L∅ ∉C and let L be a language such that L∈C.

As L∈C, we have that L∈RE and so there exists ML such that L(ML)=L.

Let M be a Turing machine and w be an input word. We want to 
decide if (M,w)∈HALTTM. We do the following reduction.

Assume that we have a Turing machine R that decides property C, 
i.e. R(M) accepts if L(M)∈C and rejects otherwise.  (We next show 
that such a R cannot exist.)

We construct the TM Mw as follows:

y Simulate M on w
①

Simulate ML on y
② yes

no

if stops

Mw

ML

M

Rice’s Theorem
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Let M be a Turing machine and w be an input word. We want to 
decide if (M,w)∈HALTTM. We do the following reduction.

Assume that we have a Turing machine R that decides property C, 
i.e. R(M) accepts if L(M)∈C and rejects otherwise.  (We next show 
that such a R cannot exist.)

We construct the TM Mw as follows:

y Simulate M on w
①

Simulate ML on y
② yes

no

if halts

Mw

ML

M

L(Mw)=  -L      if M halts on w
             -L∅       otherwise.

L(Mw)∈C iff M halts on w.and so

Rice’s Theorem
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Reduction - Definition

A function f : Σ*→Σ* is a reduction from problem A⊆Σ* to problem B⊆Σ* if 
the following conditions hold:

• f is a computable function, 

i.e. there is algorithm (termination is guaranteed) that given a finite word w, 
compute the finite word f(w).

• w∈A iff f(w)∈B, 

this ensures that positive instances of the problem A are translated into positive 
instances of the problem B, and negative instances of the problem A are translated 
into negative instances of the problem B.

Clearly, if there exists a reduction from A to B and B is decidable then A must 
be decidable. 

Conversely, if there exists a reduction from A to B and A is undecidable then B 
must be undecidable. 
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Summary

When a language A is mapping reducible to B, we note it A ≤m B.

Theorem. If A ≤m B and B is decidable then A is decidable.

Proof. We let M be the decider for B and f be the reduction from A to B. 
We describe a decider N for A as follows.

N=”on input w:

• Compute f(w).

• Run M on input f(w) and output whatever M outputs.”

Clearly, if w∈A iff f(w)∈B because f is a reduction from A to B. Then M 
accepts f(w) iff w∈A. So N decides A.
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Summary

Corollary. If A ≤m B and A is undecidable then B is undecidable.

Also, we have that:

Theorem. If A ≤m B and B is Turing recognizable then A is Turing 
recognizable.

Proof. Similar to the previous theorem.

Corollary. If A ≤m B and A is not Turing recognizable then B is not Turing 
recognizable.
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EQTM is neither Turing recognizable nor co-Turing recognizable

Theorem. EQTM is neither Turing recognizable nor co-Turing recognizable.

Proof. First, we show that EQTM is not Turing recognizable. We do so by 
showing that ATM is reducible to EQTMc (the complement of EQTM). 

Why ?

Because ATM is undecidable but Turing recognizable, we know that ATMc is not 
Turing recognizable.

The reduction f works as follows:

F=”On input (M,w), where M is a TM and w a string:

• Construct the following two machines M1,M2:

• M1 rejects all inputs, M2 runs M on w and accepts if M accepts.

• Output (M1,M2).”
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M1 accepts nothing. If M accepts w, M2 accepts everything, and so the two 
machines are not equivalent. Conversely, if M doesn’t accept w, M2 accepts 
nothing, and they are equivalent. So, we have established that ATM ≤m EQTMc.

To show that EQTMc is not Turing-recognizable, we give a reduction of ATM to 
the complement of EQTMc, namely EQTM. The following compute such a 
reduction:

G=”On input (M,w):

• Construct M1 that accepts all strings, and M2 that first runs M on w and 
accepts if M accepts.

• Output (M1,M2).

Clearly, w∈L(M) iff M2 accepts all words iff L(M2)=L(M1).

EQTM is neither Turing recognizable nor co-Turing recognizable
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Part II:
Complexity
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Computational Complexity

So far, we have studied the frontier between Turing decidable and Turing undecidable 
problems, and the frontier between Turing recognizable and Turing unrecognizable 
problems.

But when a problem is decidable, and so it is solvable by an algorithm, it may not be 
practically solvable if, for example, it requires an inordinate amount of time or 
memory.

We will introduce here notions of computational complexity theory, an investigation of 
time, memory, and other resources required for solving computational problems.

2Σ*

RE

R
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Ch 7:
Time Complexity
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Time Complexity

In this chapter, we introduce a measure of the time needed to solve a 
problem.

Next, we discuss how to classify problems according to the time needed 
to solve them.

After, we show that there are decidable problems that require possibly 
enormous amount of time to be solved.
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An example: { akbk | k ∈ℕ }

How much computation steps does a TM machine need to decide if a word 
w ∈ { akbk | k ∈ ℕ } ?

Let us consider the following Turing machine M1 for { akbk | k ∈ ℕ }:

M1=”On input string w:

• Scan across the tape and reject if a 0 is found at the right of a 1;

• Repeat if both 0s and 1s remain on the tape:

• Scan across the tape, crossing off a single 0 and a single 1;

• If 0s still remain after all the 1s have been crossed off, or if 1s still remain after all the 0s have been 
crossed off, reject. Otherwise, if neither 0s nor 1s remain on the tape, accept.

For simplicity, we compute the complexity as a function of the length of the input, and we 
consider the longest running time on all possible input of a given length (worst-case complexity).

In our example, we can bound the time needed by a quadratic function of the length. We will be 
more precise later on.
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Time Complexity - Definition

Definition. Let M be a Turing machine that halts on all inputs. The 
running time or time complexity of M is a function f : ℕ→ℕ, where 
f(n) is the maximal number of steps that M uses on any input of length n.  

If f(n) is the running time of M, we say that M runs in time f(n) and that M 
is an f(n)-TIME Turing machine. 

We use n to represent the length of the input.
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Big-O and small-o notations

Because the running time is often a complex expression, we usually only estimate it 
and bound if from above by a simple expression.

Definition. Let f and g be functions, f,g:ℕ→ℕ. Say that f(n)=O(g(n)) if there exists 
c,n0∈ℕ such that for all n≥n0: f(n)≤cg(n). 

When f(n)=O(g(n)), we say that g is an upper bound for f, or more precisely that g is 
an asymptotic upper bound for f to stress that we are suppressing constant factors.

O allows for simpler functions as it allows to neglect specific behaviors of algorithms 
during initialization phase for example.

Example. If f(n)=5n3+2n2+22n+6 then f(n)=O(n3). Indeed, if we take c=6 and n0=10, 
we verify that 6n3≥5n3+2n2+22n+6 for n≥10. Clearly, we have also that n3=O(n4) as 
n4 is an asymptotic upper-bound of n3.

Remark. When using the log function, we refer to a base, when using O notations, 
this is unnecessary as logbn=log2n/log2b.
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Big-O and small-o notations

Definition. Let f and g be functions, f,g:ℕ→ℕ. Say that f(n)=o(g(n)) if:

lim n→∞ f(n)/g(n)=0

In other words, f(n)=o(g(n)) means that, for all real number c>0, there exists n0∈ℕ, 
such that f(n) < cg(n), for all n≥n0.

Example.

• n1/2 = o(n).

• n = o(n log log n).

• n log log n = o(n log n).

• n log n = o(n2).

• n2=o(n3).
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Analyzing algorithms

Let us consider again the following Turing machine M1 
for { akbk | k ∈ ℕ }:

M1=”On input string w:

• Scan across the tape and reject if a 0 is found at the right of a 1;

• Repeat if both 0s and 1s remain on the tape:

• Scan across the tape, crossing off a single 0 and a single 1

• If 0s still remain after all the 1s have been crossed off, or if 1s 
still remain after all the 0s have been crossed off, reject. 
Otherwise, if neither 0s nor 1s remain on the tape, accept.

n steps 
+ n steps (head)
=O(n)

n  times O(n)
= O(n2)

= O(n)
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Definition. Let t:ℕ→ℝ+ be a function. Define the time complexity 
class, TIME(t(n)), to be the collection of all languages that are decidable 
by O(t(n)) time Turing machine. 

According to this definition { akbk | k ∈ ℕ }∈TIME(n2).

Can we do better ?

Analyzing algorithms
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The previous machine showed that { akbk | k ∈ ℕ }∈TIME(n2). 
The following machine M2 shows that { akbk | k ∈ ℕ }∈TIME(n log n).

M2=”On input string w:
• Scan accross the tape and reject if a 0 is following a 1.
• Repeat as long as some 0s and some 1s remain on the tape:

• Scan accross the tape, checking whether the total number of 0s and 1s 
remaining is even or odd. If it is odd, reject.
• Scan again accross the tape, crossing off every other 0 starting with the 
first 0, and the crossing off every other 1 starting with the first 1.

• If no 0s and no 1s remain on the tape, accept. Otherwise, reject.

Showing that { akbk | k ∈ ℕ }∈TIME(n log n) !

Analyzing algorithms
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Can we do better than O(n log n) ?

Not on a single tape Turing machine !

But consider the following two tapes Turing machine:

M3=”On input string w:

• Scan across the tape and reject if a 0 is found to the right of a 1.

• Scan across the 0s on tape 1 until the first 1.  At the same time copy the 0s on tape 2.

• Scan across the 1s on tape 1 until the end of the input. For each 1 read on tape 1, cross off 
a 0 on tape 2. If all the 0s are crossed off before all the 1s are read, reject.

• If all 0s have now been crossed off, accept. If any 0s remain, reject.

Clearly, M3 runs in O(n).

So, unlike decidability versus undecidability, the time complexity depends on the model 
that we choose ! Which model to use to measure time complexity ?

Analyzing algorithms
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Complexity relationship among models

Theorem. Let t(n) be a function, where t(n)≥n. Then every t(n) time multi-tape Turing 
machine has an equivalent O(t2(n)) time single-tape Turing machine.

Proof. Remember our proof of equivalence of those two models for defining the class R. The 
single tape machine simulates the multi-tape one by representing the multiple tapes on its 
single tape by concatenating their representation with the position of the heads marked using 
additional working symbols. 

Initially, S puts its tape into the format that represents all the tapes of M and then simulates 
M’s steps. To simulate one step, S scans all the information stored on its tape to determine the 
symbols under M’s tape heads. Then S makes another pass over its tape to update the tape 
contents and head positions. If one of M’s heads moves rightward onto the previously unread 
portion of its tape, S must increase the amount of space allocated to this tape. It does so by 
shifting a portion of its own cell to the right.

How much time do we need to do the simulation ? It depends on the size of the k tapes of 
the multi-tape Turing machine. But we know that their length is bounded by t(n). So, each one 
step simulation of the machine M can take up to O(t(n)) steps by the single tape Turing 
machine S. So the time complexity of S is bounded by O(t2(n)).
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Now, let us look for a analogous theorem for nondeterministic TM.

We first need to define the running time of a nondeterministic TM.

Definition. Let N be a nondeterministic Turing machine that is a decider. 
The running time of N is the function f : ℕ → ℕ, where f(n) is the maximal 
number of steps that N uses on any branch of its computation tree on any 
input of length n.

Complexity relationship among models

×× ✔ ✔

✔

Nondeterminstic machineDeterministic machine

...f(n) f(n)

Not intended to represent a real computing device !

×
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Theorem. Let t(n) be a function, where t(n)≥n. Then every t(n) time nondeterministic 
single-tape Turing machine has an equivalent 2O(t(n)) time deterministic single-tape Turing 
machine.

Proof. From the nondeterministic Turing machine N that runs in t(n), we construct a 
deterministic Turing machine D that searches the nondeterministic computation tree of 
N. What is the cost of this simulation ?

First, the depth of that tree is at most t(n) and every node has at most b children (b being 
the maximal number of legal choices given by the transition function of N). The number of 
leaves in the tree is at most bt(n).

The simulation proceed breath first. In the simulation that we have proposed earlier, the 
Turing machine D simulates the execution of N to each node that it encounters starting 
from scratch. Removing this inefficiency would not change the result. The number of 
nodes in the tree is at most twice the number of leaves, so we can bound it by O(bt(n)). 
The simulation from the root to a node is bounded by O(t(n)). Therefore the running 
time of D is O(t(n) bt(n))=2O(t(n)). Note that in our previous description the Turing machine 
D has tree tapes, so the running time with a single-tape TM is (2O(t(n)))2=2O(2t(n))=2O(t(n)).

Complexity relationship among models
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The Class P
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Polynomial time

We have seen that the efficiency gap between the model of multi-tape 
Turing machine and the model of single Turing machine is polynomial, while 
the efficiency gap between the model of nondeterministic Turing machine 
and the model of deterministic Turing machine is exponential.

For what will follow, polynomial differences in performances will be 
considered as small, where as exponential differences will be considered 
as large.

Why ?

• growth rate of polynomial vs exponential: let n=1.000, n3=1.000.000.000 (may 
be manageable) while 21000 is just huge;

• exponential time typically occurs usually when we use exhaustive search, i.e. 
brute force search into an exponential space;

• all reasonable models of computation are polynomially equivalent. 
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From now on, we will be interested by time complexity that are not 
affected by polynomial differences in running time. 

So, the next result does not depend on the particular choice of model of 
computation (with the exception of nondeterminism that is not intended 
to model a realistic computation device).

Differences in performances of algorithms that are O(n) versus O(n3) are 
usually significant but we will be interested here in questions such as: “does 
there exist a polynomial time algorithm to solve this problem ?” which are 
unaffected by polynomial equivalence.

Polynomial time
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The class P

Definition. P is the class of languages that are decidable in polynomial 
time on a deterministic single-tape Turing machine. In other words,

P=∪k∈ℕ TIME(nk)

This class is central to computational complexity because:

• P is invariant for all models that are polynomially equivalent to the 
deterministic single-tape TM (robust class);

• P roughly corresponds to the class of problems that are realistically solvable 
by a computer (practically relevant).

Note that nk for large values of k may not be practical but in practice 
when a problem has a polynomial time algorithm, it most often have a 
polynomial time algorithm for a small or moderate k.
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Examples of problems in P

When analyzing a solution to a problem to show that the problem lies within P, 
we must do two things:

• Show a polynomial upper bound on the number of “stages” required to solve the 
problem by giving a polynomial usually in big-O notation (in the size of the input n);

• Examine every stage and show that they can be solved in polynomial time, also in 
the size of the input n.

This is OK as the composition of two polynomials is a polynomial.

Note that above the polynomials depend on n, the length of the input.  So, we 
must be careful when encoding a problem instance into a word and avoid 
unreasonable encoding schemes, for example:

• an integer number should be encoded in binary (or decimal) but not in unary for 
example;

• the encoding should not contain unnecessary parts (of exponential length), ...
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Many problems in this chapter will refer to graphs. One reasonable 
encoding of graph is through the list of its nodes and edges (adjacency 
list).  Another reasonable encoding is via its adjacency matrix A that 
contains a row and a column per node in the graph and the value A(i,j)∈
{0,1} indicates the presence or not of an edge between nodes i and j.

When we measure the complexity of an algorithm that solve a graph 
problem, we may measure that complexity in term of the number of nodes 
in the graph instead of the size of the graph representation because in any 
reasonable representation of a graph, the size of the representation is 
bounded polynomially by the number of nodes.

Examples of problems in P
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PATH={ (G,s,t) | G is a directed graph that has a directed path from s to t}.

Theorem. PATH∈P.

Proof. The following TM solve the PATH problem:

M=”On input (G,s,t) where G is a directed graph with nodes s and t:

• Place a mark on node s.

• Repeat the following until no additional nodes are marked:

• Scan all edges of G. If an edge (a,b) is found from a node a that is marked and a 
node b which is not marked, then mark b;

• If t is marked, accept. Otherwise, reject.

Examples of problems in P
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RELPRIME = { (x,y) | x and y are relatively prime }.

Theorem. RELPRIME∈P.

Proof. First note that going into the list of all potential divisors { d | d≤x and 
d≤y} is not reasonable as this set is exponential in the encoding of x or y (x and 
y being encoded in binary). 

Instead we can use the Euclidean algorithm. This algorithm is as follows:

E=”On input (x,y), where x and y are natural numbers in binary

• Repeat until y=0

• Assign x ⟵ x mod y;

• Exchange x and y.

• Output x”.

Examples of problems in P
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To solve the RELPRIME problem, we have the following algorithm that 
relies on E:

R=”On input (x,y), where x and y are natural numbers in binary

• Run E on (x,y).

• If the result is 1, accept. Otherwise, reject.

Examples of problems in P
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To analyze the complexity of R, we must analyze the complexity of E. 

First, we note that the value of x in the second state is always (except 
possibly for the first stage) divided by 2. Indeed, after the state 2, x < y 
and so after state 3, y < x. Then if y < x, x mod y ≤ x/2. 

So the number of times that stage 2 and 3 can be executed is 
bounded O(log x) and O(log y). 

Those bounds are proportional to the length of the encoding of x and 
y. 

So the algorithm runs in O(n).

Examples of problems in P
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Every context-free language is a member of P.

Theorem. For all L∈CFL then L∈P.

Proof. See you course on language theory.

Examples of problems in P
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The class NP

As we have seen in previous section, we can often avoid brute force 
search in many problems and obtain polynomial time solutions. 

However, attempts to avoid brute force search in certain other problems 
have failed. 

Polynomial time algorithms for those problems are not known to exist. 

We study those problems here.

Why don’t we have polynomial time algorithm for those problems ? We do 
not know. May be there are polynomial time algorithms that exist and rely 
on arguments that we still need to discover or polynomial time algorithms 
are not possible for those problems.  

This is the important P=?NP question.
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The class NP

Nevertheless, we know some important properties of those problems.  For 
example, we will show that those problems are linked together: a polynomial 
time solution for one of those problem would give a polynomial time 
solution to all those problems.

To better understand the nature of those problem, let us start by considering 
an example.

An Hamiltonian path in a directed graph G is a directed path that goes 
through each node exactly ones.  We consider the problem that given a graph 
G and two nodes s and t, asks to decide if there exists a Hamiltonian directed 
path from s to t.
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HAMPATH = { (G,s,t) | G is a directed graph, 
                                   s and t are nodes of G, 
                            and there is a directed Hamiltonian path from s to t }

We can easily obtain an exponential time algorithm for HAMPATH.

Indeed, we can just enumerate all the permutation of nodes of G and verify 
that one of this permutation starts in s, ends in t, and that a directed path 
underlies that permutation.

Such a permutation is a polynomial verifiable certificate for 
HAMPATH.

Such a certificate may be difficult to find but it is easy to verify and can be 
used to convince someone that an instance (G,s,t) is a positive instance of 
HAMPATH.

The class NP
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Another polynomial verifiable problem is compositeness.

COMPOSITES = { x | x=pq for some p,q ∈ ℕ }.

We can easily verify that a number x is composite, for that all that we need 
is a divisor of x. 

Recently, a polynomial time algorithm has been discovered for testing if a 
number x is composite but this algorithm is much more complicated that 
the algorithm that verifies compositeness.

Some problems have no succinct certificate. For example for the 
problem HAMPATHc, we do not know how to produce a certificate which 
is verifiable in polynomial time.

The class NP
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Definition. A verifier for a language A is an algorithm V where :

A = { w | V accepts (w,c) for some string c }. 

We measure the time of a verifier only in terms of the length of 
w, so a polynomial time verifier runs in polynomial time in the 
length of w. A language A is polynomially verifiable if it has a 
polynomial time verifier.

The verifier uses the additional information c to verify that a 
word w belongs to the language A. c is called the certificate, or 
proof, of membership of w in A.

The class NP
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Let us apply this definition to HAMPATH and COMPOSITE.

For an instance (G,s,t)∈HAMPATH, the certificate is simply a directed 
Hamiltonian path from s to t.

For an instance x∈COMPOSITE, the certificate is a pair of integer p and q 
such that x=pq.

In both case, given (w,c), we can verify in polynomial time that c is indeed a 
certificate that shows that w is a positive instance.

The class NP
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Definition. The class NP is the class of languages that have polynomial 
time verifier.

This class is important because it contains a large number of problems of 
practical interest. 

The name NP comes from nondeterministic polynomial time and is 
derived from an alternative characterization of that class of problem using 
nondeterministic Turing machines.  We will establish this equivalence.

The class NP
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A nondeterm. TM for HAMPATH

Let us consider the following TM:

Stage 1 is nondeterministic but run in O(n). Stage 2,3, and 4 are deterministic 
and clearly run in polynomial time.
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The class NP - Alternative definition

Theorem.  A language is in NP iff it is decided by some nondeterministic 
polynomial time Turing machine.

Proof. We show how to convert a verifier into a nondeterministic 
polynomial time TM and vice-versa.

First, let A∈NP and let us construct a nondeterministic polynomial time 
Turing machine. Let V be the polynomial time verifier for A.  Assume that V 
is a TM that runs in time nk and construct N as follows.
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For the other direction, assume that A is decided by a polynomial time 
NTM N and construct a polynomial time verifier as follows:

The class NP - Alternative definition
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We define the class NTIME as follows:

Definition. NTIME(f(v))= { L | L is a language that is decided by a O(f(n)) time NTM }.

From the previous proof, we obtain:

Corollary. NP = ∪k NTIME(nk).

The class NP is insensitive to the choice of reasonable nondeterministic computational 
model because all such models are polynomially equivalent. When describing a 
nondeterministic polynomial time algorithm, we respect the following conventions:

• Each stage of a nondeterministic polynomial time algorithm must have an obvious 
implementation in nondeterministic polynomial time on a reasonable nondeterministic 
computational model.

• We analyze the algorithm to show that every branch uses at most polynomially many stages.

The class NP - Alternative definition
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Examples of problems in NP

A clique in an undirected graph is a subgraph, wherein every two nodes 
are connected by an edge.  A k-clique is a clique that contains k nodes.

CLIQUE =  { (G,k) | G is an undirected graph that contains a k-clique }.
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Theorem. CLIQUE ∈ NP.

Proof. The following is a verifier for CLIQUE.

Examples of problems in NP

Or alternatively, here is a polynomial time NTM that decides CLIQUE:
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SUBSET-SUM is an arithmetic problem. Given a set of k integer numbers 
S={x1,x2,..., xk}⊆ℕ, and a target t ∈ℕ does there exists a subset S’ of S such 
that Σx∈S’ x = t ?

For example, ({1,5,7,9},17) is a positive instance of SUBSET-SUM.

Theorem. SUBSET-SUM ∈ NP.

Proof. The following is a verifier for SUBSET-SUM.

Examples of problems in NP
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coNP vs NP

Observe that the complement of CLIQUE and SUBSET-SUM are not 
obviously in NP. 

It seems to be easier to verify that something is present than to verifier 
that something is not present.

We define the class coNP as the class of language whose complement are 
in NP. 

We do not know if coNP and NP coincide (it is conjecture that it is not 
the case).
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P vs NP question

P=class of languages for which membership can be decided quickly.

NP=class of languages for which membership can be verified quickly.

CLIQUE, HAMPATH, ... are known to be in NP but there are not known to be in P ! But, so far, 
researchers were not able to prove that the existence of a language in NP which is not in P.

P=?NP is one of the most important problem unsolved in theoretical computer science and 
contemporary mathematics.

The only known deterministic algorithms to solve CLIQUE, HAMPATH, ... are in exponential 
time.
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NP Completness

Some problems in NP are such that their complexity is related to that of 
the entire class: a polynomial time algorithm for such a problem would give 
a polynomial time algorithm for all the problems in NP.  Those problems 
are called NP complete problems.

This notion of NP complete problems is very important because:

• on the the theoretical side, for showing that NP is different from P we can 
concentrate on NP complete problems (as there are the most difficult in 
NP).  On the other hand, to show that P=NP, it is sufficient to show that one 
of those problems can be solve in deterministic polynomial time.

• on the practical side, showing that a problem is NP complete may prevent 
waisting time to search for a polynomial time algorithm. This is very 
important because it is conjectured that P≠NP.
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Satisfiability problem

A boolean variable is a variable that can take the value TRUE or FALSE.

Consider the following boolean operators and their truth table:

A boolean formula is a formula constructed from boolean variables, the 
constant TRUE  and FALSE, and boolean operators. For example:
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A boolean formula is satisfiable if there exists some assignment of truth 
values to its variables such that the formula evaluates to true.

Satisfiability problem

is satisfiable. The following assignment makes the formula true: 
x=FALSE, y=TRUE,z=FALSE.

The satisfiability problem is to decide if a boolean formula is satisfiable.

SAT = { Φ | Φ is a boolean formula and it is satisfiable }.

Tuesday 21 December 2010



Polynomial time reducibility

Definition. A function f : Σ*→Σ* is a polynomial time computable 
function if there exists a polynomial time deterministic Turing machine M 
that halts with f(w) on its tape when started on any input w.

Definition. A language A is polynomial time mapping reducible, 
or simply polynomial time reducible, to a language B, written A ≤P B, if a 
polynomial time computable function f: Σ*→Σ* exists, where for every w, 

w∈A iff f(w)∈B. 

Such a function is called a polynomial time reduction of A to B.

The difference with the notion of reduction that we have seen before is 
that here we must be able to compute f efficiently (in polynomial time).
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Theorem. If A ≤P B and B∈P, then A∈P.

Proof. Let M be the polynomial time TM that shows B∈P and f be the 
polynomial time reduction of A to B. We construction N as follows:

N=”On input w:

• Compute f(w)

• Run M on input f(w) and output whatever M outputs.”

Clearly, N executes in polynomial time, is deterministic and shows that 
A∈P.

Polynomial time reducibility
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Example of polynomial time reduction

3cnf-formulas are propositional formulas that are in conjunctive normal 
form where each clause contains exactly 3 literals.

Example:

3SAT = { (Φ) | Φ is a satisfiable 3cnf-formula }.

We now show that 3SAT can be reduced in polynomial time to the 
CLIQUE problem.
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Theorem. 3SAT is polynomial time reducible to CLIQUE.

Proof. Let Φ=∧i=1..k(ai ∨ bi ∨ ci) be the instance of 3SAT, we construct the 
pair (G,k) as follows. 

To each clause (ai ∨ bi ∨ ci) in Φ, we associate a triple of nodes in G, each 
of this triple of nodes is noted ti=(ai,bi,ci) and each node in the triple 
corresponds to a literal in the clause.  

The edges of G connect all but two types of pairs of nodes in G: 

• no edge is present between nodes of a same triple 

• and between nodes with contradictory labels (e.g. pi and ¬pj)

Example of polynomial time reduction
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Example of polynomial time reduction
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Let us know show that (G,k)=f(Φ) is a positive instance of CLIQUE iff Φ is 
satisfiable.

Let suppose that v : P → {0,1} is a satisfiable assignment of truth values to 
propositions in Φ. 

Then for each clause (ai ∨ bi ∨ ci) in Φ, one of the literal evaluates to true. Select 
in each triple the node that correspond to that literal that evaluates to true. 
Clearly all the nodes selected like that are such that: there are not 
complementary literals and they are in different triples.  As a consequence they 
form a k-clique.

Now, suppose that G contains a k clique C. Members of C are such that none of 
them are complementary and they all belong to different triples. Now, consider 
a function v : P → {0,1} such that for all c ∈ C : v(p)=1 if there exists c∈C with 
p∈c and v(p)=0 if there exists c∈C with ¬p∈c. Clearly, any truth value 
assignment v’ that extends v is such that v’ ⊨ Φ. So if there is a k-clique in G 
then Φ is satisfiable.

Example of polynomial time reduction
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Example of polynomial time reduction

v(x1)=0, v(x2)=1
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Corollary. If CLIQUE is solvable in polynomial time then so is 3SAT.

This connection between the two problems may look remarkable as the 
two problems seems to be quite different. But polynomial time reducibility 
strongly link their complexity !

We will show soon that those two problems are NP complete problems.

Example of polynomial time reduction
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NP Complete Problems

Definition. A language B is NP-complete if it satisfies the two following 
conditions:

• B is in NP,

• Every A in NP is polynomially reducible to B.

Theorem. If B is NP-complete and B∈P, then P=NP.

Theorem. If B is NP-complete and B ≤P C and C∈NP, the C is NP-
complete.

Proof. As C∈NP, it remains us to show that all problems in NP are 
polynomial time reducible to C. As B is NP-complete, all problems D∈NP 
are such that D ≤P B. As ≤P is transitive and B ≤P C, we obtain D ≤P C.
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The Cook-Levin Theorem

Theorem. SAT is NP-complete.

Proof. Clearly SAT ∈ NP. Indeed, a valuation v that makes a formula Φ 
true is a certificate for SAT, or equivalently, a nondeterministic machine 
guesses in nondeterministic polynomial time a assignment v of truth values 
for the propositions appearing in Φ and checks that this assignment makes 
the formula true.  

The hard part is to show that all problems in NP reduce to SAT.  This is 
done by showing that we can construct for each pair (M,w), where M is a 
nondeterministic Turing machine M and w is a word, a formula ΦM,w in 
polynomial time (wrt the size of w) and such that ΦM,w  is satisfiable iff M 
accepts w.

The main idea is to encode into propositional constraints the definition of 
an accepting execution of a polynomial time nondeterministic TM.
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Let N be a nondeterministic Turing machine that executes in nk.  A tableau 
for N on w (with |w|=n) is a nk x nk table that represents a branch in the 
execution tree of N on w:

The Cook-Levin Theorem
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A tableau is valid if its first line encodes the first configuration of the 
machine M on w, and every line i encodes a successor of line i-1 (they can 
be several possibilities as M is nondeterministic).

To formalize the underlying constraints in proposition logic, we need 
propositions that allow us to state properties of the tableau. 

Let C=Q∪Γ∪{#} be the different values that can take the cells of the 
tableau. We introduce for each cell (i,j) of the tableau for each s∈C a 
proposition xi,j,s. Let us note X, this set of propositions. Intuitively, if xi,j,s 
takes the value TRUE, it means that the tableau contains in the cell (i,j) the 
character s.

We now describe a formula built on X that defines when a tableau 
represents an accepting computation of M on w.  This formula is structured 
in four sub-formulas: Φcell ∧ Φstart ∧ Φmove ∧ Φaccept.

The Cook-Levin Theorem
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Φcell ensures that every entry of the tableau contains exactly one 
character:

The Cook-Levin Theorem
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Φstart ensures that the first line of the tableau contains a description of the 
first configuration of M on w:

The Cook-Levin Theorem
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Φaccept guarantees that we have an accepting computation of M on w:

The Cook-Levin Theorem
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Finally, Φmove guarantees that each row of the table correspond to a 
configuration that legally follows from the configuration encoded in the 
previous row.

For that, we can rely on local constraints associated to windows:

The Cook-Levin Theorem

Tuesday 21 December 2010



The Cook-Levin Theorem

Assume that Γ={a,b,c}, q1,q2∈Q. Assume that, when in state q1 with the head 
reading an a, N writes a b, stays in q1 and moves right, and that when in state 
q1 with the head reading a b, N non deterministically either:(i) writes a c, 
enter q2 and moves to the left, or (ii) writes an a, enters q2 and moves to the 
right. Those are windows that are compatible with this transition relation:
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Claim. If the top row of the table is the start configuration and every 
window in the table is legal, each row of the table is a configuration that 
legally follows the preceding one.

We can now proceed with the construction of the formula Φmove:

The Cook-Levin Theorem
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Let us now analyze the complexity of this reduction.

First, the table contains nkxnk cells (remember that nk is the polynomial 
that bounds the execution time of the machine N). For each of those cells, 
we have introduced a proposition per elements in Q∪Γ∪{#}, so the 
number of propositions that we have used is O(n2k), which is polynomial in 
n.

Second, the size of:

• Φstart is O(nk)

• Φcell, Φmove and Φaccept are O(n2k)

So, the total size of the formula is O(n2k), which is polynomial in |w| and 
clearly the formula can be written in polynomial time.

The Cook-Levin Theorem
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3SAT is NP-Complete

Corollary. 3SAT is NP-Complete.

Proof. Obviously 3SAT∈NP. One way to prove that 3SAT is NP-Complete 
would be to show SAT ≤P 3SAT. But, we can also modify the previous 
proof and show that every formula can be written as a conjunction of 
clauses with three literals.

The formula produced during the proof is already almost in CNF. Only 
Φmove is not in CNF.
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So Φmove is a conjunction of disjunctions of conjunctions. 

We can transform the inside “disjunctions of conjunctions” into a “conjunction of 
disjunctions” using the following valid distribution law:

a∨(b∧c)=(a∨b)∧(a∨c) and (b∧c)∨a=(b∨a)∧(c∨a)

Applying systematically this rule, we can transform Φmove into a CNF formula.  The cost of 
this transformation is constant as the parts of the formula that we have to transform have 
a size which only depends on N (which is constant), otherwise going from arbitrary 
formula to cnf formulas can cost an exponential.

3SAT is NP-Complete
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Now that we have a formula in CNF, we must transform it into a formula 
that contains only 3 literals per clauses.

If we have a clause like (a1∨a2∨a3∨a4) that contains more than 3 literals, we 
apply a transformation that add variables but maintain satisfiability: we 
transform the formula into (a1∨a2∨z)∧(¬z∨a3∨a4) where z is a new 
propositional variable. 

More generally, if we have (a1∨a2∨...∨am), we can replace it with m-2 
clauses and m-3 new variables:

(a1∨a2∨z1)∧(¬z1∨a3∨z2)∧(¬z2∨a4∨z3)∧...∧(¬zm-3∨am-1∨am)

The new formula is satisfiable iff the former is satisfiable, and its size is 
polynomial wrt the former one.

3SAT is NP-Complete
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Additional 
NP-Complete 

Problems
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Additional NP-Complete Problems

Most of the problems that are in NP are either in P or NP-Complete. 
We do not understand well why this is the case.

To prove NP-Completeness, we often use 3SAT and reduce it to the problem 
we want to prove NP-Complete. 

The reduction usually is structured into “gadgets” that simulate propositional 
variables, clauses, etc. 

This was clear in the reduction from 3SAT to CLIQUE: nodes simulate 
variables, and triples of nodes simulate clauses. Each node may or may not be 
a member of the clique which implicitly assigns a truth value to the 
corresponding variables. Each clause must contain a literal that evaluates to 
true which in turn corresponds to the constraint that every triple must 
contain a node which belongs to the clique if we want the cardinality 
constraint on the clique to be satisfied, etc.

Corollary. CLIQUE is NP-Complete.
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VERTEX-COVER is NP-Complete

If G is an undirected graph, a vertex cover of G is a subset of the nodes in G such 
that every edge of G touches one of those nodes.

VERTEX-COVER 

= { (G,k) | G is an undirected graph that has a k-node vertex cover }.

Theorem. VERTEX-COVER is NP-Complete.

Proof. It is easy to show that VERTEX-COVER∈NP as a certificate is simply a 
vertex cover of size k. For completeness, we show 3SAT ≤P VERTEX-COVER. 
Given a 3CNF formula Φ=c1∧c2∧...∧cL built on the set of variables X={x1,x2,...,xm}, 
we construct the pair (G,k) as follows. 

First, for each variable x in X, we will have two nodes in G: x and ¬x. Selecting x in 
the cover will simulate the assignment of the value TRUE to x and selection ¬x will 
simulate the assignment of the value FALSE to x. To ensure that either x or ¬x is 
selected, we use an edge between node x and node ¬x. We note V1 this set of 
nodes and F this set of edges. 
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Additionally, for each clause ci=li,1∨li,2∨li,3, we add three nodes li,1,li,2,li,3 in the graph, one 
for each literal li,j.  We note V2 this set of nodes. Each of those nodes are connected to 
each other (set of edges T) forming triangles and to their corresponding literal in the 
previous set of nodes (set of edges L). 

We are done with the construction of G, its total number of node is 2m+3L. We fix k 
to m+2L.

VERTEX-COVER is NP-Complete
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To justify our reduction, we need to show that the (G,k) is a positive 
instance of the VERTEX-COVER problem iff the formula Φ is satisfiable.

First, let us assume that v:X→{0,1} is such that v ⊨ Φ. 
We consider a set of node such that:
C={ x∈V1 | v(x)=1} ∪ { ¬x ∈ V1 | v(x)=0 } ∪ { li,a, li,b ∈ V2 | v(li,c)=1,a≠b,c≠a,c≠b }.

Clear C contains exactly the right number of vertices. Now, let us show 
that C covers each edges of the graph. Clearly, every edges of F is covered 
either by { x∈V1 | v(x)=1} or by { ¬x ∈ V1 | v(x)=0 }. Every edge of T is covered 
by the two nodes per triangle selected in { li,a, li,b ∈ V2 | v(li,c)=1,a≠b,c≠a,c≠b }. 
And as every clause contains at least one literal that evaluates to true in v, we 
can choose { li,a, li,b ∈ V2 | v(li,c)=1,a≠b,c≠a,c≠b } such that every edge in L is 
covered (either by the nodes selected in the triangle or by the nodes in V1).

VERTEX-COVER is NP-Complete

Tuesday 21 December 2010



Now, let us assume that C is a k-cover for G. Then, we must admit that 
exactly one node of the form x or ¬x has been selected by C. Otherwise, 
if we select less vertices then one edge in F is not covered, and if we select 
more nodes then we are left with strictly less than 2L nodes to cover the 
edges in T (the triangles) which is not possible. So in each of the triangle, C 
contains exactly two vertices, and the vertex which is not selected must 
be link to a vertex that have been selected by C. 

Now, lest us define v(x)=1 if x∈C and v(x)=0 if x∉C. 

We claim that v ⊨ Φ. Indeed, in each clause, the literal li,j such that li,j∉C is 
such that v(li,j)=1, otherwise the edge between li,j and its copy would not 
have been covered by C, showing that each clause evaluates to true in v.

VERTEX-COVER is NP-Complete
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HAMILTONIAN-PATH is NP-Complete

As a part of your personal work, you are requested to read the details 
(all questions are welcome).
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SUBSET-SUM is NP-Complete

SUBSET-SUM = { (S,t) | S={x1,x2,...,xk}⊆ℕ and for some {y1,...,yL}⊆S
                                                                           Σyi=t }

Theorem. SUBSET-SUM is NP-Complete.

Proof.  We have already shown that SUBSET-SUM∈NP.  To prove that all 
languages in NP can be reduced in polynomial time to it, we show 3SAT 
≤P SUBSET-SUM. Given a 3CNF formula Φ with clauses c1,c2,...,ck, built on 
the set of propositions x1,x2,...,xL, we construct the SUBSET-SUM problem 
(S,t) where the elements of S and t are the rows of the following table 
(numbers are expressed in usual decimal notation).
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SUBSET-SUM is NP-Complete
1) yi and zi are associated to variable xi.

2) By choosing line yi in the subset, we 
want to simulate xi being TRUE and by 
choosing line zi, xi being FALSE.

3) in row yi, column cj contains a 1 is xi 
∈cj, 0 otherwise, in row zi, column cj 
contains a 1 if ¬xi ∈ cj.

4) for each clause cj, there are two 
rows gj and hj that contains only 0s 
with the exception of column cj where 
the two raws contain 1.

5) t = 1L3k
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Let us now show that Φ is satisfiable 

iff 

(S,t) is a positive instance of SUBSET-SUM.

1) Suppose that Φ is satisfiable. Let v : {x1,...,xL} →{0,1} is such that v ⊨ Φ. 
Then, let us first choose the following elements in S (rows): 

{ yi | v(xi)=1 } ∪ { zi | v(xi)=0 }. 

First, note that when we sum all those elements, we are ensured that the 
sum is some number of the form 1L{0,1}k. The last k digits are either 1, 2 or 
3, for column ci, the value is equal to the number of literals that are made 
TRUE by v in ci. Then, we select enough additional rows in { g1,h1, ..., gk,hk } 
so that the sum for each column ci is equal to 3. This is always possible.

SUBSET-SUM is NP-Complete
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2) Now suppose that a subset sum up to t.  We show how to construct a satisfying 
assignment for Φ based on several observations.

• First, all the digits in the table are either 0 or 1, and each column of the table contains at 
most 5 times the value 1. So there cannot be carry-overs when doing additions.

• So, to get a one in the first L columns, we need to exactly choose one row over the pairs 
{yi,zi}. 

Let T be the rows that are selected. We define v(xi)=1 if yi∈T and v(xi)=0 when zi∈T.

It is easy to show that v must satisfy at least one literal per clause. Indeed as all the 
last k columns evaluates to 3, as we can only add 2 by selecting rows in 
{ g1,h1,...,gk,hk }, we must have that one literal evaluate to true in each clause 
(remember how we have constructed the rows y1,z1,...,yL,zL on the column c1 to ck.) 
We conclude that v satisfies Φ.

Finally, note that the reduction is in polynomial time. The size of the table is O((k+l)2) 
and each entry can be easily calculated from Φ. So the reduction is O(n2) easy stages.

SUBSET-SUM is NP-Complete
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• Show that P is closed under union, concatenation, and complement.

• Show that NP is closed under union and concatenation.

Exercises
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A triangle in an undirected graph is a 3-clique. Show that TRIANGLE∈P, 
where TRIANGLE = { (G) | G contains a triangle}.

Exercises
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Call graphs G and H isomorphic if the nodes of G may be reordered so 
that it is identical to H. 

Let ISO = { (G,H) | G and H are isomorphic graphs }.

Show that ISO∈NP.

Exercises

Tuesday 21 December 2010



Let G and H be two undirected graph. 

Let SUBGRAPH-ISO={ (G,H) | H is isomorphic to a subgraph of G}.

Example:

Exercises

G H

Prove that SUBGRAPH-ISO in NP-Complete.
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Let A be a finite set of objects and s :  A → ℕ given measure for each 
object (weight, value, size, etc.). 

Given A and s, the PARTITION problem asks if it is possible to partition 
the set A into two subsets A1 and A2 such that Σa∈A1 s(a)=Σa’∈A2 s(a’).

Is it possible to solve this problem in polynomial time ?

Exercises
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Theorem. PARTITION is NP-Complete.

Proof. PARTITION is clearly a sub-case of SUBSET-SUM (why ?), so it is clear that 
PARTITION∈NP. Now, let us consider a instance of SUBSET-SUM (S,t) and assume w.l.o.g. (why ?) 
that t < Σs∈S, and let us note T= Σs∈S s. Now, we construct from (S,t), the following partition 
problem: A=S∪{B1,B2}. Let s : A → ℕ be such that s(a)=a if a ∈ S, s(B1)= 3T-t and s(B2)= 2T+t. 

Let us now show that (A,s) is a positive instance of PARTITION iff (S,t) is a positive instance of 
SUBSET-SUM.

1) Assume that (A,s) is a positive instance of PARTITION, and let A1 and A2 be a certificate 
establishing that. First, observe that B1 and B2 cannot be together in A1 (or in A2). Indeed, s(B1)+s
(B2)=5T while Σa∈A s(a)=6T, so A1 would exceed the half of the sum of the elements in A. So, 
assume w.l.o.g. that B1∈A1 and B2∈A2. Now, if the sum of the weight in A1 and A2 are equal we 
know that the elements (in S) that are in A1 have a sum equal to t and the elements in S that are 
in A2 have a sum equal to T-t. So we conclude that (S,t) is a positive instance of SUBSET-SUM.

2) Assume that (S,t) is a positive instance of SUBSET-SUM and that the sum of elements in S’⊆S is 
equal to t. Then, we construct the partition as follows: A1={B1}∪S’ and A2={B2}∪(S\S’). This clearly 
shows that we have a positive instance of PARTITION.

Exercises
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Exercises

An instance of “Multi-Processor Scheduling” (MPS) is:

• a finite set of tasks A;

• a length L :  A → ℕ0 for each task;

• a number m∈ℕ0 of processors;

• a deadline D∈ℕ0;

The problem of multi-processor scheduling asks given (A,L,m,D), if there is 
a function σ : A → {1,2,...,m} that assigns tasks to processors such that for 
each i∈{1,2,...,m}, Σa|σ(a)=i L(a)≤D.

TO DO: Prove that this problem is NP-Complete.
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Exercises

An instance of “Sequencing With Intervals” (SWI) is given by:

• a finite set T of tasks;

• a function r : T → ℕ specifying for task t∈T, its release time r(t);

• a function d : T → ℕ specifying for task t∈T, its deadline d(t);

• a function L : T → ℕ0 specifying for task t∈T, its length L(t);

The problem SWI asks, given (T,r,d,L), if there exists a scheduling function σ : T → ℕ, 
such that:

• ∀t,t’∈T : t=t’ ∨ ( σ(t)+L(t) < σ(t’) ) ∨ ( σ(t’)+L(t’) < σ(t) ), 
i.e. tasks are not scheduled in parallel (there is only one processor);

• ∀t∈T : σ(t)+L(t) ≤ d(t),
i.e. the execution of each task should be finished without exceeding its deadline.

TODO: prove that SWI∈NP-C.
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Exercises

An instance of the Knapsack problem (KNAPSACK) is given by:

• A finite set O of objects;

• A function w : O → ℕ0 that assigns a weight to each object;

• A function v : O → ℕ0 that assigns a value to each object;

• Two values W,V∈ ℕ0.

The KNAPSACK problem asks, given (O,w,v,W,V) if there exists a subset 
P⊆O such that:

• Σo∈P w(o)≤W, i.e. the sum of the weights of objects in P is less than what the 
knapsack can carry;

• Σo∈P v(o)≥V, i.e. the total value of objects put in the knapsack is more than V.

TODO: prove that KNAPSACK∈NP-C.
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Ch.7: Space Complexity
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Space complexity - Definition

So far, we have studied time complexity. Space (memory) is also an 
important resource when studying complexity.

Definition.  Let M be a Turing machine that halts on all inputs. The space 
complexity of M is a function f : ℕ→ℕ, where f(n) is the maximum number 
of tape cells that M scans on any input of size n. We say that M runs in 
space f(n). If M is nondeterministic and halts on all branches for all inputs, 
we define its complexity f(n) to be the maximal number of tape cells that 
M scans on any branch of its computations on input of length n.

Let f : ℕ → ℝ+ be a function, the space complexity classes Space(f(n)) and 
NSpace(f(n)) are defined as follows:

• Space(f(n))={ L | L is decided by a DTM that runs in space O(f(n)) }

• NSpace(f(n))={ L | L is decided by a NTM that runs in space O(f(n)) }
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Space complexity - Example

Example. We have seen that SAT is a NP-Complete problem. It is thus 
believed that SAT cannot be solved in deterministic polynomial time and 
certainly not in linear time. But, for solving SAT, we do not need much 
memory as shown by the following algorithm that solves SAT:

Let n be the size of the formula Φ. Then the number of variables m is less 
than n. So, as the algorithm only needs to store the current variable 
assignment, it only uses O(n) space.

Contrary to time, space can be reused !
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Example. Let ALLNFA={ (A) | A is a NFA and L(A)=Σ* }. The following 
nondeterministic algorithm solves this problem:

Space complexity - Example

The correctness of this algorithm relies on the following observation: whenever 
we consider a sequence of 2q (where q is the number of states in A) 
configurations for the markers, then they must be a configuration that repeats. As 
a consequence, if there is a word which is rejected, there must exist a word of 
length less than or equal to 2q (q≤n, where n is the size of A, the input) which is 
also rejected. The algorithm above only needs to store the position of the markers 
and runs in O(n). 
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Savitch’s Theorem

This theorem shows that deterministic machines can simulate 
nondeterministic machine with a surprisingly small amount of 
memory. We have seen that this is not the case for the time (where 
the only known transformations required an exponential blow-up). 

For memory, Savitch’s theorem tells us that if a nondeterministic 
Turing machine runs in O(f(n)) space then there exists a deter-
ministic Turing machine for the same language that runs in O(f 2(n)).

Theorem. For any function f(n) such that f(n)≥n, 
                               NSpace(O(f(n)))⊆Space(O(f 2(n))).
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Theorem. For any function f(n) such that f(n)≥n, 
                               NSpace(O(f(n)))⊆Space(O(f 2(n))).

Proof idea. A NTM N that runs in space O(f(n)) can have 
execution branches that are 2O(f(n)) long (why not longer ?). Along 
those executions, there can be as much as 2O(f(n)) nondeterministic 
choices. So, in order to simulate all the branches, if we want to do it 
branch by branch, this requires to store all those choices and this 
may require exponential space. So simple simulation won’t do it !

Instead, we consider the following more general problem: given two 
configurations c1 and c2 together with t∈ℕ, we want to establish if 
there exists an execution of N between c1 and c2 within t steps. This 
is called the yieldability problem. By solving that problem, we 
will be able to decide if N accepts an input w.

Savitch’s Theorem
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The algorithm for solving the yieldability problem works by establishing the 
existence of an intermediate configuration cm and recursively establishes that: 

(1) c1 can get to cm within t/2 steps, and 

(2) cm can get to c2 within t/2 steps. 

Reusing memory for each of those recursive step allows for a drastic saving 
in space.

This algorithm needs space to store the stack of recursive calls. Each level of 
the recursion uses O(f(n)) space to store the associated configuration cm. 

The depth of the recursion is log t where t is the maximal number of steps 
for which the machine can run.  As t is 2O(f(n)), then log t is O(f(n)). 

Hence the deterministic simulation uses O(f 2(n)) space.

Savitch’s Theorem
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Here is the algorithm CANYIELD:

Savitch’s Theorem
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The deterministic algorithm can now be described as follows. 

W.l.o.g., we make the hypothesis that the machine N clears its tape whenever it enters 
the accepting state qaccept. In this case, there is an unique accepting configuration that 
we note caccept. Let cstart be the starting configuration of the machine N on the word w. 
Note that we also know that any execution branch of N on w contains at most 2df(n) 
steps. Then the  algorithm is as follows:

M=”On input w:

• Output the result of CANYIELD(cstart,caccept,2df(n)).

Let us now make sure that this run in O(f 2(n)) space. Each step of the algorithm 
invokes itself, it stores the current stage number, c1, c2 and t on a stack so that those 
values can be restored upon return of the recursive evocation. So each level of the 
recursion uses an additional O(f(n)) space.  As we already said, the depth of the 
recursive call is O(log t) where t=2df(n), which is O(f(n)). 

So, the total space is bounded by O(f 2(n)).

Savitch’s Theorem
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There is a slight technical difficulty with the solution that we have 
presented.  The difficulty is that the algorithm needs to know f(w) in 
advance. (We could have made the hypothesis in the theorem that f(w) is 
computable in deterministic polynomial space, but this is not necessary).

We can modify M in the following way in order to get rid of this difficulty:

M first tries f(n)=1,2,3,... 

For each value f(n)=i,  CANYIELD is used to determine if N can reach the 
caccept in i steps. In addition, it uses CANYIELD to determine if N uses at 
least i+1 cells by testing if N can reach any configuration of length at least i
+1. If caccept is reachable then it accepts, otherwise if no configuration with 
at least i+1 cells is reachable then it rejects, otherwise it continues with f(n)
=i+1. (Why is this process terminating ?)

Savitch’s Theorem
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The Class PSpace

Definition. The class PSpace is the class of languages that are decidable in 
polynomial space on a deterministic Turing machine:

PSpace = ∪k∈ℕ Space(O(nk))

We define NPSpace as the class of class of languages that are decidable in 
polynomial space on a nondeterministic Turing machine:

NPSpace = ∪k∈ℕ NSpace(O(nk))

By Savitch’s theorem we have that:

Theorem. PSpace=NPSpace.

Corollary. PSpace=coPSpace=NPSpace=coNPSpace.
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Relation among classes

Clearly P⊆PSpace because in polynomial time, only polynomial space can be 
used. Similarly, NP⊆NPSpace.

Also, PSpace⊆ExpTime as any Turing machine that uses only polynomial space 
can only run for exponential time before repeating a configuration.

So, we have:

Theorem. P ⊆ NP ⊆ PSpace=NPSpace ⊆ ExpTime.

We do not know if any of this containment is strict. However, we show in the 
next chapter that P≠ExpTime. Note that this implies that one of the 
containment is proper but, so far, we can not prove it for any ! And, in fact, it is 
believed that the containment is proper for all of them !!!
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Relation among classes

ExpTime

PSpace=NPSpace

NP

P

R
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PSpace Completness

Definition. A language B is PSpace-Complete if:

• B is in PSpace

• every problem A in PSpace is such that A ≤P B.

A problem that merely satisfies the second condition is called PSpace-hard. 

So, a problem is PSpace-Complete whenever it is in PSpace and it is 
PSpace-hard.
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TQBF

Our first example of a PSpace-Complete problem is a generalization of the 
SAT problem.

Quantified Boolean formulas are Boolean formulas with quantifiers. 

For example the following formula is a Quantified Boolean Formula:

∀q∃r•q⟹p∨r

A QBF formula is totally quantified whenever each Boolean variable is in 
the scope of a quantifier in the formula, for example:

∀p∀q∃r•q⟹p∨r

We now define the TQBF problem as follows:

TQBF = { (Φ) | Φ is a true fully quantified Boolean formula }
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TQBF is PSpace-Complete

Theorem. TQBF is PSpace-Complete.

Proof. First, we must show the membership to PSpace. This is the easy part.  An 
algorithm that assigns values to variables and then recursively checks the truth 
value of the new formula, solves the problem.  From the  information about the 
truth value of that formula, the algorithm can infer the true value of the original 
formula. 

So, on a formula of the form ∃p•Φ, the algorithm makes two recursive calls, one 
with Φ[p:=TRUE] and one with Φ[p:=FALSE], if one of the two calls return 
TRUE then the algorithm returns TRUE, otherwise it returns FALSE. On a 
formula of the form ∀p•Φ, the algorithm makes two recursive calls, one with Φ
[p:=TRUE] and one with Φ[p:=FALSE], if one of the two calls return FALSE then 
the algorithm returns FALSE, otherwise it returns TRUE.

As the depth of the recursion is the number of variables in the formula, and at 
each level, we need to store the value of one sub-formula. So the algorithm 
clearly uses only linear space.
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For PSpace-Hardness, we cannot adapt straightforwardly the construction of the 
Cook-Levin theorem. 

Indeed, in the case of a TM that runs in polynomial space, the execution of the 
machine on a word w may be exponentially long ! 

So, the table to represent the execution would be of size 2O(nk)×O(nk).

Remark. Every row is still of polynomial size as the machine operates in 
polynomial space. 

So writing a boolean formula that expresses constraints about that table in the 
way we wrote it in the Cook-Levin theorem would require exponentially long 
formulas: we cannot afford this.

So, we need another strategy. This strategy will be similar to the one that was 
used to prove the Savitch’s theorem (that shows that NPSpace=PSpace). The 
idea is to separate this long table in halves and use universal quantification to 
represent each half with the same formula (and so a much shorter formula).

TQBF is PSpace-Complete
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Now, let us define the details underlying this idea.

The reduction maps a string w (the input to the machine M) to a formula Φ 
of TQBF which is TRUE iff M accepts w. 

To solve this problem, we show how to solve a more general problem. 

Given two collections of variables denoted c1 and c2 representing two 
configurations and t∈ℕ, we construct a formula Φc1,c2,t. 

If we assign c1 and c2 to actual configurations, then Φc1,c2,t is TRUE if and 
only if machine M can go from configuration c1 to configuration c2 in less 
than t steps. 

TQBF is PSpace-Complete
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Then we can let Φ be the formula ΦCstart,Caccept,h where h=2df(n) for a 
constant d, chosen so that M has no more than 2df(n) possible 
configurations on a input of length n. Here, let f(n)=nk. For 
convenience, we assume that t is a power of 2. 

The formula encodes the contents of the tape cells as in the proof of 
the Cook-Levin theorem. 

• Each cell has several variables associated with it, one for each 
tape symbol and state, corresponding to the possible settings of 
that cell. 

• Each configuration has nk cells and so is encoded by O(nk) 
variables.

TQBF is PSpace-Complete
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If t=1, we can easily construct ΦC1,C2,t. We design the formula to say 
that c1 is equal to c2, or c2 follows from c1 in a single step of M. 

• We express the equality by writing a Boolean expression saying 
that each of the variables representing c1 contains the same 
Boolean value as the corresponding variable representing c2. 

• For the second possibility, we use the same technique (the 
window) as in the Cook-Levin proof.

If t>1, we construct ΦC1,C2,t recursively. 

TQBF is PSpace-Complete
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To better understand the construction, let us start with a construction which 
does not work properly but which is conceptually simple. 

Let ΦC1,C2,t = ∃m1 [ ΦC1,m1,t/2 ∧ Φm1,C2,t/2 ]

The symbol m1 represents a configuration of the machine M. 

Writing ∃m1, is a short hand for ∃x1,x2,...,xL where L=O(nk) and x1,x2,...,xL are 
the variables that encode m1 (as in the Cook-Levin theorem). 

So this construction says that M can go from c1 to c2 in a most t steps if 
some intermediary configuration m1 exists, where M can go from c1 to m1 in 
at most t/2 steps, and from m1 to c2 in at most t/2 steps.

The construction above is correct but unfortunately, it is too big ! Indeed, 
every recursion level cuts t in half but produces a formula that doubles in 
size ! So, we end up in a formula of roughly size t, and initially t=2df(n), so the 
construction is exponential: it is too large !

TQBF is PSpace-Complete
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TQBF is PSpace-Complete

To reduce the size of the formula, we use a ∀ quantifier in addition to the ∃ 
quantifier. Let 

ΦC1,C2,t = ∃m1•∀c3,c4 ∈ {(c1,m1),(m1,c2)}•[ΦC3,C4,t/2] 

This introduction of the new variables representing the configurations c3 and c4 
allows us to “fold” the two recursive sub-formulas into a single sub-formula, 
while preserving the original meaning. 

By writing ∀c3,c4 ∈ {(c1,m1),(m1,c2)}, we indicate that the variables representing 
the configurations c3 and c4 may take the values of the variables of c1 and m1 or 
of m1 and c2, respectively, and that the resulting formula [ΦC3,C4,t/2] is true in 
either case.
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We may replace the construct 

∀x∈{y,z,..}[...] 

by the equivalent construct 

∀x[(x=y∨x=z)⟹...] 

to obtain a syntactically correct quantified Boolean formula (as = and ⟹ 
can be expressed as ∧ and ∨).

To calculate the size of the formula ΦC1,C2,t where t=2df(n), we note that 
each level of the recursion adds a portion of the formula that is linear in 
the size of the configurations and is thus of size O(f(n)). 

The number of levels of the recursion is log(2df(n))=O(f(n)). Hence the size 
of the resulting formula is O(f 2(n)), and we are done.

TQBF is PSpace-Complete
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TQBF as a game

The TQBF problem can be seen as a game problem:

Assume that we have two players Eve and Adam. In a TQBF instance as 

∀p∀q∃r•q⟹p∨r

Eve chooses the values for the propositions that are existentially quantified and Adam 
chooses the values for the propositions that are universally quantified. 

When all variables have been assigned a value then Eve is declared winner if the 
formula evaluate to TRUE, otherwise, Adam is declared winner.

It is easy to show that Eve has a winning strategy in the formula game iff the formula is 
a TRUE TQBF formula.

W.l.o.g., in the FORMULA-GAME problem, we assume that all the quantifier appear 
first in the formula and that the remaining of the formula is in CNF.

Theorem. FORMULA-GAME is PSpace-Complete.
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Generalized Geography

Geography is a child’s game in which players take in turns naming cities 
from anywhere in the world. Each city chosen must begin with the same 
letter that ended the previous city’s name. Repetition is not permitted. The 
game starts with some designated starting city and ends when some player 
loses because he or she is unable to continue.
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In the generalized geography we take an arbitrary directed graph 
with a designated start node instead of the graph associated with the 
actual cities.

Generalized Geography

GG = { (G,b) | Player 1 has a winning strategy for the generalized 
                      geography game played on graph G starting in node b }.
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GG is PSpace-Complete

Theorem. GG is PSpace-Complete.

Proof. The following recursive algorithm decides GG:

This algorithm runs in linear space.
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To establish PSPACE-hardness of 
GG, we show that FORMULA-
GAME is polynomial time reducible 
to GG. The reduction maps the 
formula

∃x1∀x2∃x3...∃xk•[Φ] 

to an instance (G,b) of generalized 
geography.  For simplicity, we 
assume w.l.o.g. that quantifiers 
strictly alternate, start with a 
existential quantifier and end with 
an existential quantifier, and assume 
that Φ is in CNF.

The structure of G is partially 
shown in the following graph:

GG is PSpace-Complete
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The play starts at b. Player 1 must select one of the two 
edges from b. These edges correspond to Player Eve’s 
possible choices at the beginning of the formula game. The 
left-hand choice for Player 1 corresponds to TRUE for 
Player Eve in the formula game and the right-hand move 
to FALSE (for the first variable).  After Player 1 has 
selected one edge, Player 2 moves. Only one outgoing 
edge is present, so this moves is forced. Similarly, Player I 
next move is forced and the play continues from the top 
of the second diamond. 

Now again, two edges are present, and so Player 2 has the 
choice. This choice corresponds to the first choice of 
Adam in the formula game (value of the second variable).  
As the game continues, Player 1 and Player 2 choose a 
rightward or a leftward path through each of the 
diamonds (choosing values for all the variables).

After the play passes through all the diamonds, the head 
of the path is at the bottom node in the last diamond, and 
it is Player 1 turn because we assume that the last 
quantifier is a ∃ quantifier. Player 1’s next move is forced. 

GG is PSpace-Complete
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Then they are at node c in the picture on the right. This point 
correspond to the end of the formula game as we have decided 
a truth value for all the propositions in the formula. The chosen 
path through the diamonds corresponds to an assignment of 
truth values to the variables of the formula. Under that 
assignment, if Φ is TRUE, Player Eve wins the formula game, and 
if Φ is FALSE then Player Adam wins. The structure on the right 
guarantees that Player 1 can win if Eve has won and Player 2 
can win if Player Adam has won.

Indeed in node C, Player 2 can choose a node that 
corresponds to a clause of Φ. Then Player 1 may choose a node 
corresponding to a literal in that clause. The nodes 
corresponding  to unnegated literals are connected to the left-
hand (TRUE) sides of the diamond for associated variables, and 
similarly for the negated literals and right-hand side as shown 
on the figure.

If Φ is FALSE, Player 2 may win by selecting the unsatisfied 
clause. Any literal that Player 1 may then pick is FALSE and is 
connected to the side of the diamond that hasn’t yet been 
played. Thus Player 2 may play the node in the diamond, but 
then Player 1 is unable to move and loses. If Φ is true, any 
clause that Player 2 picks contains a TRUE literal. Player 1 
selects that literal after Player 2’s move. Because this literal is 
TRUE, it is connected to the side of the diamond that has 
already been played. So Player 2 is unable to move and loses.

GG is PSpace-Complete
Pl.2Pl.1Pl.2
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Our proof establishes that GG cannot be solved in polynomial time unless 
P=PSpace.

GG is PSpace-Complete
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The Classes L and NL

So far, we have considered only time and space complexity that are at least 
linear i.e., bounds where f(n) is at least n. 

Now, we examine smaller, sub-linear bounds. In time complexity, sub-linear 
bounds are insufficient for reading the entire input, so we don’t consider 
them here. In sub-linear space complexity the machine is able to read the 
entire input but it doesn’t have enough space to store the input. So, we 
need to modify our model of computation.

We introduce Turing machine with two tapes: one which is read-only and 
contains the input and one read/write work tape. 

For space that are at least linear, the two-tape model is equivalent to the 
one-tape model. For sub-linear space bounds, we use only the two-tape 
model.
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Definition. L is the class of languages that are decidable in logarithmic 
space on a deterministic Turing machine:

L=SPACE(log n)

NL is the class of languages that are decidable in logarithmic space on a 
nondeterministic Turing machine:

NL=NSPACE(log n)

We focus on log n space instead of SQRT(n) or log2 n, etc. because log 
space complexity is sufficient to solve interesting problems and is robust as 
the class P is robust.

The Classes L and NL
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Example. The language A={ 0k1k | k ≥ 0 } is in L. We have previously seen an 
algorithm that solve this problem in linear space by crossing out 0’s and 1’s 
(zigzagging through the input). We can modify this algorithm to use only logarithmic 
space. This is done as follows. The machine simply counts the 0s and the 1s 
separately. For that we only needs two counters whose value is bounded by n and 
so can be represented in O(log n) space.  After counting, we only need to verify 
that the two counters are equal.

Example. The language PATH = { (G,s,t) | G is a directed graph that has a 
directed path from s to t } is in NL. The nondeterministic algorithm starts in s and 
nondeterministically guesses a successor of s. From there it continues to choose 
successors nondeterministically. We know that if there is a path from s to t in G, 
then there is a path of length less or equal to the number of vertices in G. So if n is 
the size of G (bounding the number of vertices in G), we need only to ensure that 
we stop the nondeterministic search as soon as n steps has been taken. If along a 
nondeterministic exploration we cross t then we accept, otherwise, when we reach 
n steps without having crossed t, we reject. This shows that PATH∈NL.

The Classes L and NL
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Time bounds from space bounds

In previous developments, we have used the fact that when a machine uses f(n) 
space, then it can run only for 2O(f(n)) time. This is true only if f(n)≥n. Indeed, a 
machine that uses O(1) space can run for n steps (just by reading its input). To 
obtain a bound on the running time that applies for every space f(n) we give the 
following definition.

Definition. If M is a TM that has separate read-only input tape and w is an 
input string, a configuration of M on w, is a setting of the state, the work tape, 
and the positions of the two heads (on the input tape and on the working tape). 
So, the input w is not part of the configuration of M on w.

With this definition, the number of configurations of M on w (of length n) is 
nx2O(f(n)).

Remark. Savitch’s theorem can be extended to sub-linear space provided that 
f(n)≥log n. But note that this does not establish that NL=L ! (because O(log2n) 
is not O(log n)). In fact, it is believed (but we have no proof) that NL≠L.
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NL-Completness

The PATH problem has been shown to be in NL but it is not known if it is 
in L. It is conjectured that it is not the case. 

We will show here that PATH is complete for NL. To be able to do that, 
we need a new notion of reduction. Indeed within NL all problems (except 
∅ and Σ*) are equivalent for polynomial time reduction (can you explain 
why ?).

To define a meaning full notion of reduction, we introduce the notion of 
log space transducter.
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NL-Completness

Definition. A log-space transducer is a Turing machine with read-
only input tape, a write-only output tape, and a read/write work tape. The 
work tape may contain O(log n) symbols. A log space transducer M 
computes a function f:Σ*→Σ*, where f(w) is the string remaining on the 
output tape after M halts when it is started with w on its input tape. We 
call f a log space computable function.

Definition. Language A is log space reducible to language B, noted 
A≤LB, if A is mapping reducible to B by means of a log space computable 
function f.

We are now ready to define NL-Completness.

Definition. A language B is NL-Complete if

• B∈NL, and

• every A in NL is log space reducible to B.
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NL-Completness

Theorem. If A ≤L B and B∈L then A∈L.

Proof. The classical approach that we used for ≤P does not work here. 
This is because the result of f(w) may not fit into the log space memory. 

Instead, A’s machine MA computes individual symbols of f(w) as requested 
by B’s machine MB. In the simulation, MA keeps track of where MB’s input 
head would be on f(w). Every time MB moves, MA restarts the computation 
of f on w from the beginning and ignores all the output except for the 
desired location of f(w). 

Doing so may require occasional recomputation of parts of f(w) and so it 
is inefficient in its time complexity. The advantage of the method is that 
only a single symbol of f(w) needs to be stored at any point, in effect 
trading time for space.

Corollary. If any NL-Complete problem is in L, the L=NL.
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PATH is NL-Complete

Theorem. PATH is NL-Complete.

Proof. We have already shown that PATH∈NL. To show completeness, we 
show that any problem that is solvable in nondeterministic log space can 
be reduced to PATH. 

Assume that NTM M decides A in O(log n) space. Given an input w, we 
construct in log space a graph (G,s,t) where G is a directed graph that 
contains a path from s to t if and only if A accepts w.

The nodes of G are the configurations of M on w. For the configuration c1 
and c2 of M, an edge (c1,c2) belongs to G if c2 is a successor of c1 in M on 
w. Node s is the start configuration of M on w and M is modified in a way 
that it has only one accepting configuration, and this accepting 
configuration is the node t in G.
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To show that the reduction operates in log space, we give a log space transducer 
which, on input w, outputs a description of G. This description comprises two lists: 
G’s nodes and G’s edges. Listing the nodes is easy because each node is a 
configuration of M on w and can be represented by c log n space for some 
constant c. The transducer sequentially goes through all possible strings of length c 
log n and tests whether each is a legal configuration of M on w, and outputs those 
that pass the test. The transducer lists edges similarly. Log space is sufficient for 
verifying that a configuration c1 of M on w can yield a configuration c2 (in one step) 
because the transducer only needs to examine the actual tape contents under the 
head locations given in c1 to determine that M’s transition function would give the 
configuration c2 as a result (remember space bounded automata and how we can 
use them to recognize computation histories). The transducer tries all pairs (c1,c2) 
in turn to find which qualify as edges of G. Those are added to the output tape.

Corollary. NL⊆P.

Proof. Every problem in NL is reducible to PATH in polynomial time (log space 
transducer execute in polynomial time) and PATH∈P.

PATH is NL-Complete
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NL equals coNL

Theorem. NL=coNL.

Proof. We prove that PATH∈coNL. The NL algorithm that we present for 
PATHc must have an accepting computation on (G,s,t) whenever there is no 
path from s to t in G.

First, we solve an simpler problem which in addition to (G,s,t), has an additional 
parameter c which states the number of state that can be reached from s in G. 
Now, with this additional input, we can solve the PATHc problem as follows. One 
by one, M goes through all the m nodes of G and nondeterministically guesses 
whether each one is reachable from s. Whenever a node u is guessed to be 
reachable, the machine M attempts to verify that the node u is indeed reachable 
from s in less than m steps. If a computation branch fails to verify this guess, it 
rejects. In addition, if one of the branch guesses that t is reachable then it 
rejects. Machine M counts the number of nodes of G that has been guessed 
reachable from s. When a branch has gone through all the nodes of G, it checks 
that this number is equal to c, the number of nodes that are actually reachable 
from s, and rejects if not. Otherwise the branch accepts.
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In other words, M nondeterministically selects exactly c nodes reachable from s, not 
including t, and proves that each of them is reachable from s by guessing the path, M 
knows that the remaining nodes, including t, are not reachable, so it can be accepted.

Next, we show how we can calculate c the number of nodes reachable from s. Let Ai, for 
0 ≤ i ≤ m-1 (m being the number of nodes in G), be the set of the nodes that are 
reachable from s in i-steps or less. Clearly Am-1 contains all the reachable nodes in G from 
s. Let ci be the number of nodes in Ai. We next describe a procedure that computes ci+1 
from ci. Repeated application of that procedure will give us cm-1 (as we know c0=1).

The algorithm goes through all the nodes of G, determines whether each is a member of 
Ai+1, and counts the members. To determine if a node v belongs to Ai+1, we use an inner 
loop to go through all nodes that belongs to Ai (remember that, by induction hypothesis, 
we know the value ci). Each positive guess is verified by guessing a path of length at most i 
from s. For each node u verified to be in Ai, the algorithm tests whether (u,v) is an edge of 
G. If it is an edge, then v is in Ai+1. Additionally, the number of nodes verified to be in Ai is 
counted.  At the completion of the inner loop, if the total number of nodes verified to be 
in Ai is not ci, all Ai have not been found, so this computation branch rejects. If the count 
equals ci and v has not yet been shown to be in Ai+1, we conclude that it isn’t in Ai+1. Then 
we go to the next v in the outer loop.

NL equals coNL
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Here is the pseudo-code of the procedure:

NL equals coNL
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Here is the pseudo-code of the procedure:

NL equals coNL

Check that t is not 
reachable

assuming that the 
number of reachable 

states is cm

Computation 
by induction 

of cm

u belongs to Ai, 
so v belongs to Ai+1.

An execution that accepts counts accurately the number of elements 
in each Ai (including Am) and prove that t is not reachable.
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Relation among classes

PSpace

P

NL=coNL

L

R
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Exercises

• In the following GG, does Player 1 have a winning strategy ? does Player 2 
have a winning strategy ?

• Show that PSpace is closed under union, complementation, and star.

• Show that NL is closed under operations of union, intersection, and star.

• Show that any language which is PSpace-hard is also NP-hard.
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Ch 9: Intractability
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Intractable problems

So far we have studied three classes of problems for which we believe that 
there are no efficient (polynomial time) algorithms to solve them: NP-C, 
coNP-C, and PSpace-C.  Nevertheless, as we do not have a proof that 
P≠PSpace, all this are only conjectures.

In this chapter, we study so-called hierarchy theorems that roughly 
tell us that if you allow for more time than you can decide more languages 
and similarly, if you allow for more space.

Those theorems will be established using a method based on 
“diagonalization”, and this will allow us to prove that there are languages 
that can be decided in exponential space (resp. exponential time) and that 
cannot be decided in polynomial space (resp. polynomial time), so showing 
that PSpace≠ExpSpace (resp. P≠ExpTime).
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We will also show that the equivalence between extended regular 
expressions is ExpSpace-Complete.  This problem, thanks to the hierarchy 
theorems, is then known to be outside P.

Unfortunately, we will also show that “diagonalization” methods most 
probably cannot be used to establish that P≠NP.

Intractable problems
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Reminder: O and o notations

Definition. Let f and g be functions, f,g:ℕ→ℕ. Say that f(n)=O(g(n)) if 
there exists c,n0∈ℕ such that for all n≥n0: f(n)≤cg(n). 

Examples. If f(n)=5n3+2n2+22n+6 then f(n)=O(n3). Indeed, if we take c=6 
and n0=10, we verify that 6n3≥5n3+2n2+22n+6 for n≥10. Clearly, we have 
also that n3=O(n4) as n4 is an asymptotic upper-bound of n3.

Definition. Let f and g be functions, f,g:ℕ→ℕ. Say that f(n)=o(g(n)) if:

lim n→∞ f(n)/g(n)=0

In other words, f(n)=o(g(n)) means that, for all real number c>0, there 
exists n0∈ℕ, such that f(n) < cg(n), for all n≥n0.

Examples. n1/2 = o(n), n = o(n log log n), n log log n = o(n log n), n log n 
=o(n2), n2=o(n3).
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Hierarchy theorems

Common sense tells us that giving more time or space for computation should allow to 
decide more languages. This is true and proved under mild hypothesis in the so-called 
hierarchy theorems. To establish those theorems, we need some technical definitions.

Definition. A function f : ℕ→ℕ, where f(n) is at least O(log n), is called space 
constructible if the function that maps the string 1n (unary encoding of n) to the binary 
representation of f(n) is computable in space O(f(n)).

Example. n2 is space constructible because a machine may take its input 1n (n 
repetitions of character 1=unary encoding of n), obtain n in binary by counting the 
number of 1s, and output n2 by using any standard method for multiplying n by itself 
(when encoded in binary notation). 

Example. When showing that functions f(n) that are o(n) to be space constructible, we 
use a separate input tape as for sub-linear space complexities. For example, such a 
machine can compute the function which maps 1n to the binary representation of log2 n. 
This can be done as follows. By scanning the input tape (containing 1n), the machine 
counts the number of 1s and represent this number in binary on its input tape. Then it 
counts the number of digits for representing this number in binary and this gives the value 
of the function log2 on n.
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Space hierarchy theorem

Theorem (Space hierarchy theorem). For any space constructible function f : ℕ→ℕ, a 
language exists that is decidable in O(f(n)) space but not in o(f(n)) space.

Corollary. As n2 is o(n3),  there exists a language which is decidable in space n3 but 
cannot be decided in space n2. 

Remark. One conceptual difficulty with the proof of the hierarchy theorems comes 
from the fact that, in general, we do not have a non-algorithmic definition of such 
languages.
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Space hierarchy theorem

Theorem (Space hierarchy theorem). For any space constructible function f : ℕ→ℕ, a 
language exists that is decidable in O(f(n)) space but not in o(f(n)) space.

Proof. The following O(f(n)) space algorithm D 
decides A that is not decidable in o(f(n)) space. 

D=”on input w:

1. Let n be the length of w;

2. Compute f(n) using space constructibility, and mark 
off this much tape. If later stages ever attempt to use 
more, reject.

3. If w is not of the form “(M)10*” for some TM M, reject.

4. Simulate M on w while counting the number of steps 
used in the simulation. If the counter exceeds 2f(n), 
reject.

5. If M accepts, reject. If M rejects, accept.
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Space hierarchy theorem

Theorem (Space hierarchy theorem). For any space constructible function f : ℕ→ℕ, a 
language exists that is decidable in O(f(n)) space but not in o(f(n)) space.

Proof. The following O(f(n)) space algorithm D 
decides A that is not decidable in o(f(n)) space. 

D=”on input w:

1. Let n be the length of w;

2. Compute f(n) using space constructibility, and mark 
off this much tape. If later stages ever attempt to use 
more, reject.

3. If w is not of the form “(M)10*” for some TM M, reject.

4. Simulate M on w while counting the number of steps 
used in the simulation. If the counter exceeds 2f(n), 
reject.

5. If M accepts, reject. If M rejects, accept.
“diagonalization !”

This makes sure that M does not recognize 
the same language as D (if on some input, D 

runs to completion on step 4).
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Space hierarchy theorem

Theorem (Space hierarchy theorem). For any space constructible function f : ℕ→ℕ, a 
language exists that is decidable in O(f(n)) space but not in o(f(n)) space.

Proof. The following O(f(n)) space algorithm D 
decides A that is not decidable in o(f(n)) space. 

D=”on input w:

1. Let n be the length of w;

2. Compute f(n) using space constructibility, and mark 
off this much tape. If later stages ever attempt to use 
more, reject.

3. If w is not of the form “(M)10*” for some TM M, reject.

4. Simulate M on w while counting the number of steps 
used in the simulation. If the counter exceeds 2f(n), 
reject.

5. If M accepts, reject. If M rejects, accept.

We still need to make sure that machine D executes in 
space bounded by f(n). This is possibly problematic for 
step 4 (that needs to be executed to completion for 
one w for each M to make sure that we can rely on the 
“diagonalization”).

This is indeed not trivial because M (which is not fixed) 
potentially operates on a larger alphabet than D (which 
is fixed).

Assume that M operates in g(n) space which is o(f(n)).

To simulate M (to completion), D needs to encode the 
character of M with a constant number of its 
characters. So the space needed by D will be d•g(n) for 
some constant d. By definition of o, there exists n0 such 
that if n≥n0, d•g(n)<f(n). Therefore simulation of M by 
D will run to completion for input of length n0 or 
more. This will be the case for input (M)10n0 for 
example. On that input M and D differs !
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Space hierarchy theorem

Theorem (Space hierarchy theorem). For any space constructible function f : ℕ→ℕ, a 
language exists that is decidable in O(f(n)) space but not in o(f(n)) space.

Corollary. For any two functions f1,f2 : ℕ→ℕ, where f1(n) is o(f2(n)) and f2 is space 
constructible, Space(f1(n)) ⊊ Space(f2(n)).

Corollary. NL ⊊ PSpace.

Corollary. TQBF ∉ NL.

Proof. Savitch’s theorem tells us that NL⊆Space((log n)2). By the hierarchy theorem we 
have that Space((log n)2)⊊Space(n). 

Corollary. PSpace ⊊ ExpSpace.
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Time hierarchy theorem

Definition. Let t : ℕ→ℕ, where t(n) is at least O(n log n), is called time 
constructible if the function that maps the string 1n to the binary 
representation of t(n) is computable in O(t(n)).

All commonly occurring functions that are at least O(n log n) are time 
constructible.

Example. For example to show that floor(n•n1/2) is time constructible, 
we construct M so that it counts the length of 1n and stores it in binary.  
This part can be done in O(n log n) as each increment take O(log n). 
Then, M computes floor(n•n1/2) with any reasonable algorithm, that will use 
O(n log n) time because the encoding of n is log n.

Tuesday 21 December 2010



The time hierarchy theorem is analog to the space hierarchy theorem but 
slightly weaker for technical reasons.

Theorem. For any time constructible function t : ℕ→ℕ, a language A 
exists that is decidable in O(t(n)) time but not decidable in time o(t(n)/log 
t(n)).

Here is an example of such a corollary:

Corollary. There exists a language A which is decidable in O(n3) time but 
not in o(n2) time.

Time hierarchy theorem
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Theorem. For any time constructible function t : ℕ→ℕ, a language A 
exists that is decidable in O(t(n)) time but not decidable in time o(t(n)/log 
t(n)).

Time hierarchy theorem

Proof. The proof is similar than the one for the space hierarchy theorem. 
The main difference takes place at the simulation step.  

In fact, during the simulation, the machine D that we construct must do 
two things: 
(i) simulate the machine M, and 
(ii) count the number of steps that the simulation is using.  

This simulation must be done efficiently so that D runs in O(t(n)) time 
while accomplishing the goal of avoiding all languages decidable in o(t(n)/
log t(n)). For space complexity, the simulation introduced a constant factor 
overhead (due to alphabet encoding), here the overhead is log t(n).
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Theorem. For any time constructible function t : ℕ→ℕ, a language A 
exists that is decidable in O(t(n)) time but not decidable in time o(t(n)/log 
t(n)).

Time hierarchy theorem

“diagonalization !”
This makes sure that M does not recognize 
the same language as D (if on some input, D 

runs to completion on step 4).

Proof. The following O(t(n)) time algorithm D decides a 
language A that is not decidable in o(t(n)/log t(n)) time.

D=”on input w:
1.  Let n be the length of w;
2.  Compute t(n) using time constructibility, and store 

the value ceil(t(n)/log t(n)) in a binary counter. 
Decrement this counter before each step used to 
carry out stages 3, 4, and 5. If the counter ever hits 0, 
reject.

3.  If w is not of the form (M)10* for some TM M, reject.
4.  Simulate M on w.
5.  If M accepts, then reject. If M rejects, then accept.”
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Theorem. For any time constructible function t : ℕ→ℕ, a language A 
exists that is decidable in O(t(n)) time but not decidable in time o(t(n)/log 
t(n)).

Time hierarchy theorem

steps 1,2,3,5
trivially run in O(t(n)).
For step 4, we need to 

justify further.

Proof. The following O(t(n)) time algorithm D decides a 
language A that is not decidable in o(t(n)/log t(n)) time.

D=”on input w:
1.  Let n be the length of w;
2.  Compute t(n) using time constructibility, and store 

the value ceil(t(n)/log t(n)) in a binary counter. 
Decrement this counter before each step used to 
carry out stages 3, 4, and 5. If the counter ever hits 0, 
reject.

3.  If w is not of the form (M)10* for some TM M, reject.
4.  Simulate M on w.
5.  If M accepts, then reject. If M rejects, then accept.”
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Theorem. For any time constructible function t : ℕ→ℕ, a language A 
exists that is decidable in O(t(n)) time but not decidable in time o(t(n)/log 
t(n)).

Time hierarchy theorem

In stage 4, each time that D must simulate 
one step of M, it has to look in the 
transition table of M and according to the 
current state of M and the current 
symbol under the head of M, simulates 
the move of M. 

All three objects (state, tape symbol and 
transition function) are stored 
somewhere on the tape of D. 

If they are stored far from each other 
than D will take a long time to collect the 
information. To avoid that problem, we 
store that information close to the head 
of D.

Proof. The following O(t(n)) time algorithm D decides a 
language A that is not decidable in o(t(n)/log t(n)) time.

D=”on input w:
1.  Let n be the length of w;
2.  Compute t(n) using time constructibility, and store 

the value ceil(t(n)/log t(n)) in a binary counter. 
Decrement this counter before each step used to 
carry out stages 3, 4, and 5. If the counter ever hits 0, 
reject.

3.  If w is not of the form (M)10* for some TM M, reject.
4.  Simulate M on w.
5.  If M accepts, then reject. If M rejects, then accept.”
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To allow that efficient handling of the three objects, we can think of D operating on a tape 
organized into tracks. One way to get tracks is to store one track on even positions and 
one on odd positions or by enlarging the track alphabet (to pairs for example). Note that 
multiple tracks only add a constant factor time overhead.

One of the tracks contains the content of M tape while the other track contain the state of 
M, the character beyond the tape head and a copy of the transition function of M. During the 
simulation this information is kept near the head of m on the first track. Every time M moves 
its head, the information on the second track is shifted so that it remains close to the head of 
M on the first track. As the size of the information is constant, the shifting can be done in 
constant time. 

Now, every step in stages 3 and 4 must decrease the counter that counts the number of 
steps available to D for the simulation (to make sure that it runs in time t(n)). This counter 
can be stored next to the other information on track 2. But decreasing the counter each time 
a step of M is taken now costs log(t(n)) and no more a constant time. This explain the log(t
(n)) overhead.

Again, as the machine M executes in time g(n) ∈ o(t(n)\log(t(n))), we know that there exists 
n0 such on input (M)10n0, d•g(n) < t(n)\log(t(n)), the simulation in step 4 will complete and the 
“diagonalization” argument can be applied.

Time hierarchy theorem
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Theorem. For any time constructible function t : ℕ→ℕ, a language A 
exists that is decidable in O(t(n)) time but not decidable in time o(t(n)/log 
t(n)).

Corollary. For any function t1,t2 : ℕ→ℕ, where t1(n) is o(t2(n)/log(t2(n))) 
and t2 is time constructible, TIME(t1(n))⊊ TIME(t2(n)).

Corollary. For any two real-numbers 1 ≤ ε1 < ε2, Time(nε1)⊊Time(nε2).

Corollary.  P ⊊ ExpTime.

Time hierarchy theorem
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Exponential Space Completness

We now exhibit a ExpSpace complete problem. Using hierarchy theorem, 
we can show that it cannot be solved in PSpace and so not in deterministic 
polynomial time. So, this problem is provably untractable.

Our problem is related to extended regular expression:

ExtReg::= ε | σ | r1∪r2 | r1◦r2 | r* | rk

where ε is the empty regular expression, σ∈Σ is a character in the 
alphabet, ∪ is disjunction, ◦ is concatenation, * is the star closure, and k∈ℕ 
and rk=r◦rk-1 for k>0, r0=ε.

Remark. Exponents are assumed to be written in binary.

Clearly ExtReg expressions are no more expressive than plain regular 
expressions, but there are more concise.
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EQRegExp↑

We define the following language:

EQRegExp↑={ (Q,R) | Q and R are equivalent regular expressions 

                                                                    with exponentiation }

We want to prove that this problem is ExpSpace complete.

First, here is a definition of ExpSpace completness.

Definition. A language B is ExpSpace-complete if

• B ∈ ExpSpace

• every A in ExpSpace is polynomial time reducible to B.
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EQRegExp↑ is ExpSpace-C

Theorem. EQRegExp↑ is ExpSpace-complete.

Proof. Remember than plain regular expressions can be translated into 
nondeterministic finite automata (NFA) in linear time. So we proceed as 
follows for the easiness part. First, we translate r1 and r2 into plain regular 
expressions r1’ and r2’. This cost O(n2n) because exponents are written in 
binary. Then we translate r1’ and r2’ into NFA A1’ and A2’, this can be done 
in polynomial time. The size of A1’ and A2’ are thus O(n2n). This gives us an 
ExpSpace algorithm as testing the equivalence between two NFA can be 
done in PSpace. The overall deterministic space complexity of the 
construction is O((n2n)2) using Savitch’s theorem.

For the hardness part, we use the notion of computation histories.
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Let A be a language decided by a TM M that runs in space O(2p) where p=nk (so in 
exponential space). 

The reduction maps an input w to a pair of regular expression (r1,r2). Expression r1 
is Δ* (where Δ=Γ∪Q∪{#} i.e., the tape alphabet of M, the states of M and a 
separator) while r2 are all strings on Δ that are not rejecting computations of M 
on w. Of course, 

M accepts w
iff the language of r2 equals Δ* (no string is a rejecting computation) 

iff (r1,r2) ∈ EQRegExp↑

A rejecting computation is a sequence of configurations that are separated by 
#, we use standard encoding (the current state is represented at the head position) 
and we assume that all configurations have length 2p with p=nk (padded on the 
right with blank symbols if they are too short). The first configuration is the start 
configuration of M on w, the last configuration is rejecting. Each configuration 
follows the previous one according to the transition relation.

EQRegExp↑ is ExpSpace-C
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A string may fail to be a rejecting computation in several ways:

• Bad start (fail to satisfy the requirements on first configuration);

• Bad window (fail to satisfy the transition relation);

• Bad reject (fail to satisfy the requirements on last configuration).

r2=rbad-start∪rbad-window∪rbad-reject will be the union of three sub-expressions, 
each one expresses one of the above cases.

EQRegExp↑ is ExpSpace-C
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Let w=w1w2...wn then C1 is of the form q0w1w2...wn⊔*#

rbad-start=S0∪S1∪...∪Sn∪Sb∪S#

where: 

• S0=Δ-q0Δ* i.e., all strings that do start with q0;

• S1=ΔΔ-w1Δ* i.e., all strings whose second character is not w1;

• ....

• Sn=ΔnΔ-wnΔ* i.e., all strings whose n+1th character is not wn;

• Sb=Δn+1(Δ∪ε)p-n-2Δ-⊔Δ* i.e., all strings that contains not enough blank symbols 
in the encoding of the first configuration;

rbad-reject=Δ-qreject* i.e., the computation never reach the reject state.

EQRegExp↑ is ExpSpace-C
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Finally, rbad-window=∪bad(abc,edf) Δ*abcΔp-2edfΔ* where p=2k.

EQRegExp↑ is ExpSpace-C

The size of the expression that we have constructed is polynomial, 
indeed the size of the exponent in binary encoding is roughly O(nk).
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The proof that EQRegExp↑ is untractable rests on diagonalization (in the 
hierarchy theorem).

Here, we give strong evidences that diagonalization is not likely to be 
useful to show that P≠NP.

This is done via a technique known as relativization. This technique relies 
on the notion of oracle.

Definition. An oracle for a language A is a device capable of reporting 
whether any string w is a member of A.  An oracle TM MA is a modified TM 
that has the additional ability of querying an oracle. Whether MA writes a 
string on a special oracle tape, it is informed whether of not the string is a 
member of A, in a single computation step.

We note PA, the class of languages decidable with a polynomial time oracle 
TM that uses oracle A. Define NPA similarly.

Relativization
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Relativization

Example. Any problem A∈NP is such that A∈PSAT. Indeed any such A is 
reducible in (deterministic) polynomial time to SAT, and so by doing the 
reduction from A to SAT and then querying the SAT oracle solve the 
problem A. So PSAT contains problems that we believe do not belong to P.

Example. A boolean formula Φ is said to be minimal if there does not 
exist a boolean formula φ which is equivalent to Φ and such that |φ|<|Φ|. 
We define now the following problem 

NONMIN-FORMULA={ (Φ) | Φ is not a minimal boolean formula }. 

This problem is in NPSAT, as we can guess φ such that |φ|<|Φ| and verify 
using two calls to the SAT oracle that φ∧¬Φ and Φ∧¬φ are both 
unsatisfiable. This problem is believed no to be in NP.
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Next, we will exhibit two oracles A and B such that PA and NPA are 
provably different and PB and NPB are provably equal. 

With this result, it is unlikely that the diagonalization method can be used 
to prove that P≠NP. Indeed, the core of the diagonalization method relies 
on the simulation of one TM by another. The simulation is used to 
determine the behavior of one TM and then behaves differently. If the two 
TM can use the same oracle then whenever the first TM queries the oracle 
then the second TM can do the same, and so the simulation can proceed as 
before.  

As a consequence, any theorem proved on TM by using only 
the diagonalization method would still hold if both 
machines are given the same oracle.

On the limit of the diagonalization
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Theorem. An oracle exists such that PB=NPB.

Proof. Let B be TQBF. 

First note that NPTQBF⊆NPSPACE because we can remove the call to the 
oracle by considering a machine that runs in polynomial space that 
compute the answer to the oracle. 

Now, we know by Savitch’s theorem that NPSPACE⊆PSPACE. 

And as TQBF is PSPACE complete, we have that PSPACE⊆PTQBF.

On the limit of the diagonalization
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Theorem. An oracle A exists such that PA≠NPA.

Proof. We associate to A the following language:

LA = { w | ∃x∈A • |x|=|w| }

Obviously, for any A, LA∈NPA. Indeed, given w, guess x with the same length and 
verify using the oracle that x is in A then accept, otherwise reject.

To show that LA is not in PA, we design A as follows. Let M1(.),M2(.),... be the list of 
polynomial time oracle Turing machines (they contain a parameter which is the 
oracle and which will be filled by A later). Assume for simplicity that Mi run in ni.

We define A by declaring that some strings are in A and some strings are not in A. 
The construction works in stages, where stage i is used to ensure that Mi(A) does 
not decide LA. We show how to extend our information about the language A such 
that Mi(A) accepts 1n iff 1n∉LA.

On the limit of the diagonalization
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Stage i. So far a finite number of strings have been declared to be in or out of A. Choose n such that 
n is greater than any such strings and big enough so that 2n is greater than ni, the running time of Mi. 

We run Mi on input 1n and respond to its oracle queries as follows. If Mi queries a string y whose 
status has already been determined, we respond consistently (note that none of these queries may 
concern string of length n as n has been chosen to be larger than any string in the one declared in or 
out so far). If y’s status is undetermined, we respond NO to the query and declare y to be out of A. 
We continue the simulation of Mi until it halts.

Let us consider the situation from Mi’s perspective. If it finds a string of length n in A, it should accept 
because it knows that 1n is in LA. If Mi determines that all strings of length n are not in A, it should 
reject because then it knows that 1n is not in LA. However, it does not have enough time to make all 
the queries as there are 2n queries to make and Mi has only ni steps available (we know that ni<2n). 
Hence, when Mi halts, it must decide to accept or reject, but it does not have enough information to 
make sure that its answer is correct or not. 

Our objective is to make sure that the answer is not correct.  We do so by observing the decision and 
then extending A so that the reverse should have been given. So if Mi(A) accepts 1n, we declare all the 
remaining string of length n to be out of A (which make sure that 1n is not in LA). If Mi(A) rejects 1n, 
then we choose a string of length n that has not been queried by Mi(A) and we put it into A, such a 
string must exist as ni<2n (there more strings that queries that can be made by Mi(A)). We proceed to 
stage i+1.

On the limit of the diagonalization
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